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Abstract 
Imagine a game of chess. As the players think about their next moves, they consider 

the outcome each action would have on the board, as well as the opponent’s likely reply. 

The players’ knowledge of the board and the rules constitutes an internal model of chess, 

a knowledge structure that links actions to their likely outcomes. The process of using 

such an “action-outcome” model to inform behavior is defined as the act of planning. 

While it has been known for many decades that humans and animals plan, we are only 

beginning to understand the neural algorithms of planning, as well as the neural circuits 

which instantiate those algorithms. Recently, a surge of research has been fueled by the 

development of sophisticated planning tasks for human subjects. This research has 

revealed important insights into the neural mechanisms of planning, but has been limited 

by the experimental methods available for use with human subjects.  

In my thesis work, I have adapted one of these tasks (the “two-step” task) for use with 

rats. Analysis of behavior on this task reveals that rats overwhelmingly adopt a strategy 

of planning. The rat two-step task therefore opens the door to investigations of the neural 

mechanisms of planning which combine the sophisticated tasks and formal algorithmic 

analysis traditional in the human literature with the precise tools for measuring and 

perturbing neural function that are available using invasive experiments in rodents. In a 

first experiment, I sought to test which regions of the brain are crucial for planning. I 

found that silencing neural activity in either the orbitofrontal cortex (OFC) or the dorsal 

hippocampus (dH) while rats perform the task results in a planning-specific impairment, 

exposing these regions as promising targets for future research into planning. Follow-up 

experiments in OFC are ongoing, and their results suggest that it may play a role in 

making predictions about the future in the service of planned behavior. These 

experiments, and the methods that they introduced, open the door to new and more 

detailed investigations of the neural mechanisms of planning, in the orbitofrontal cortex, 

in the hippocampus, and throughout the brain.  
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Chapter 1: Introduction 

Overall Approach 
Nothing in neurobiology makes sense except in the light of behavior 

- Gordon Shepherd, 1988  

The purpose of the brain is to produce adaptive behavior. To this end, it receives 

information about the external world via the senses, combines this information with 

internal representations, and guides the peripheral motor system through an appropriate 

course of action. In this sense, the brain is fundamentally an information-processing 

organ – its function is to receive, transform, and broadcast information. Understanding 

this organ on its own terms therefore entails understanding the algorithms by which this 

information processing takes place. What information about the external world enters the 

brain? What information is stored there already? How is this information transformed, 

and how is a course of action decided upon? Traditionally, answering these questions is 

the project of Cognitive Psychology, which seeks to understand the algorithms that 

underlie human and animal behavior. 

One essential tool in this pursuit is the creation of computational models of cognition. 

These models are artificial agents, instantiated in software, which perform behaviors 

similar to those performed by humans or animals. These agents allow us to test 

hypotheses about the algorithms of behavior in a particularly powerful way: if the 

behavior of an artificial agent matches the behavior of a human or animal subject, this 

provides reason to hope that the (known) algorithms implemented by the agent match the 

(unknown) algorithms implemented by the subject’s brain. An artificial agent which 

matched human or animal behavior in all possible situations would constitute a complete 

theory about the algorithms of the brain. The construction of such an agent is perhaps the 

most important long-term goal of Computational Cognitive Psychology.  

This emphasis on artificial agents connects Psychology tightly with the field of 

Artificial Intelligence, whose project is the construction of intelligent agents for solving 

challenging tasks. While these goals are fundamentally different  – one seeks agents 

which solve challenging tasks in the same way humans and animals do, while the other is 

interested in solutions in general – they have important complementarities. Humans and 

animals still outperform machines in many cognitive important tasks, and insight into the 

algorithms that they use to solve them may light the way towards more powerful machine 

intelligence. In turn, the algorithms that AI engineers construct to solve challenging tasks 

may turn out to have important similarities with the algorithms that humans and animals 

use to solve similar tasks. They are therefore an important source of both inspiration and 

of concrete hypotheses about the algorithms of control. These hypotheses can then be 

tested by comparing the behavior of the AI agents to the behavior of humans or animals 

performing the same task. 

An additional powerful way of testing the hypotheses about the algorithms that 

underlie behavior is to use data from neuroscience. If a particular algorithm is the one 

being used to guide behavior in a particular situation, this algorithm must be implemented 
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biologically in the brain. This implies that all information that is represented by the 

algorithm, at any stage of processing, must also be represented in the brain. Techniques 

for measuring the dynamics of neural function, such as electrophysiology, calcium 

imaging, and fMRI, have the power to provide insight into the information that is 

represented by the brain, and therefore into the algorithms that it instantiates in order to 

guide behavior. Additional key insight comes from techniques, such as microstimulation, 

optogenetics, and transcranial magnetic stimulation, which allow us to perturb neural 

activity while behavior is ongoing, since different algorithms are expected to change their 

behavior in different ways when their computational substrate is perturbed.  

Research combining these types of neuroscience tools with agent-based modeling has 

revealed key insights into the nature of the neural algorithms that guide behavior. We 

have made particularly compelling progress towards understanding the algorithms that 

underlie perceptual decision making (deciding whether one thing or another is true about 

the external environment; Gold & Shadlen 2007; Hanks & Summerfield 2017) as well as 

simple value-guided choice (deciding whether one thing or another has greater immediate 

value; Lee et al. 2012; Padoa-Schioppa 2011), both of which are key building blocks of 

behavior. By comparison, we know relatively little about the algorithms that underlie 

more complicated behaviors, especially those that leverage knowledge of the structure of 

the external environment to inform choice.  

My thesis work has attempted to shed light on the algorithms underlying these 

behaviors, using a combined approach involving tools from AI, from Cognitive 

Psychology, and from Neuroscience. Specifically, I have focused on the algorithms 

underlying planning, defined as the use of an internal model of the likely outcomes of 

one’s actions to inform choice (Sutton & Barto 1998). The remainder of this chapter 

describes in more detail what is meant by planning and what is known about its neural 

substrates, introduces some of the experimental and analytical tools we used to study it, 

and provides an overview of my thesis work.  

What is Planning? 

Learning theory defines planning as the use of an internal model of the likely 

outcomes of one’s actions to inform choice behavior (Sutton & Barto, 1998). Systems 

that plan are said to be “model-based”, in contrast to systems that are “model-free”. A 

model-based system learns a collection of facts about the world (e.g. “when I press the 

left pedal, my car will slow down”) and uses these facts to compute the proper course of 

action for a given situation. A model-free system instead learns stimulus-response 

associations directly from experience (“when I see a red traffic signal, I should press the 

left pedal”), and acts accordingly. Classic experiments by Tolman and others first 

demonstrated that humans and rats indeed represent and use such an internal model of the 

environment (in his language, a “cognitive map”, Tolman, 1948).  

In a planning system, the “model” is often thought of as a function M(s, a, s’) giving 

the agent’s estimate of the probability that taking action a while in state s will lead to 

subsequent state s’. The model gives rise to choice behavior via a “policy” function 

π(s,a), giving the system’s probability of performing action a when in state s. 

https://paperpile.com/c/nnWnoY/qACM+2pi3/?prefix=deciding%20whether%20one%20thing%20or%20another%20is%20true%20about%20the%20external%20environment%3B,
https://paperpile.com/c/nnWnoY/qACM+2pi3/?prefix=deciding%20whether%20one%20thing%20or%20another%20is%20true%20about%20the%20external%20environment%3B,
https://paperpile.com/c/nnWnoY/ciUp+CoWn/?prefix=deciding%20whether%20one%20thing%20or%20another%20has%20greater%20immediate%20value%3B,
https://paperpile.com/c/nnWnoY/ciUp+CoWn/?prefix=deciding%20whether%20one%20thing%20or%20another%20has%20greater%20immediate%20value%3B,
https://paperpile.com/c/nnWnoY/wCGg
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Representing the model function (M) and using it to compute a policy (π) can be 

computationally costly, but allows model-based systems to flexibly adapt behavior in the 

face of a changing world in ways that model-free systems cannot. This flexibility is the 

key behavioral signature of planning. 

Many model-based and model-free systems involve “valuation” functions Q(s,a), 

indicating the future benefit that the system expects to receive following each possible 

action. Model-free systems learn valuation functions directly from experience, while 

model-based systems calculate them as an intermediate step between model and policy. 

This difference means that model-based and model-free systems will come to represent 

different value functions. The brain has been found to represent values, and the details of 

these value representations may provide a promising neural signature of planning. 

 

Figure 1: Schematic of popular architectures for model-free (A) and model-based (B) 

control. M, Q, and π are model functions, value functions, and policy functions, as 

defined in the text. 

Key questions about the algorithms of planning include: How is the model (M) 

represented in the brain? What are the rules by which it is updated? How does 

information from the stored model interact with incoming sensory information to give 

rise to model-based choice? Are value functions (Q) computed as an intermediate step (if 

so: how are they computed, and how, in turn, are they used to compute choice)?  

Theoretical accounts of the neural algorithms of planning (Daw et al. 2005; Solway & 

Botvinick 2012; Pezzulo et al. 2015) provide well-motivated suggestions about the 

answers to many of these questions, but testing and expanding these accounts will require 

new experimental data characterizing in detail the phenomenology of planning behavior 

and its neural correlates, as well as the ways in which perturbations to neural activity 

affect this behavior.  

Planning in Humans 

Recent years have seen a surge in research into the neural mechanisms of planning, 

fueled by the development of sophisticated planning tasks for human subjects (Daw et al. 

2011; Simon & Daw 2011; Wunderlich, Dayan, et al. 2012; Huys et al. 2015; Kurth-

Nelson et al. 2016; Keramati et al. 2016). Typically, this work has taken the “behavior-

first” approach advocated above: First, behavior is studied in its own right, and agent-

https://paperpile.com/c/nnWnoY/HBwn+Ep7D+3KA0I
https://paperpile.com/c/nnWnoY/HBwn+Ep7D+3KA0I
https://paperpile.com/c/nnWnoY/UhE1+vuAP+4dSR+buwr+U4pr+JaHi
https://paperpile.com/c/nnWnoY/UhE1+vuAP+4dSR+buwr+U4pr+JaHi
https://paperpile.com/c/nnWnoY/UhE1+vuAP+4dSR+buwr+U4pr+JaHi
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based models are constructed which reproduce subjects’ performance on the task. Next, 

these models are used in concert with neuroscientific data, either in the search for neural 

correlates of model-derived computational variables, or to provide model-derived 

computational accounts of the effects of neural perturbations. This line of work has been 

enormously productive, revealing a great deal about the neural correlates of planning 

(Daw et al. 2011; Doll et al. 2015; Deserno et al. 2015; Wunderlich, Dayan, et al. 2012; 

Simon & Daw 2011; Kurth-Nelson et al. 2016), the structures and neurotransmitters 

involved (Wunderlich, Smittenaar, et al. 2012; Smittenaar et al. 2013; Worbe et al. 2015; 

Doll et al. 2016), factors that promote or interfere with planning (Otto, Raio, et al. 2013; 

Sebold et al. 2014; Eppinger et al. 2013; Otto, Gershman, et al. 2013; Radenbach et al. 

2015; Voon et al. 2015; Economides et al. 2015), and relationships between planning and 

other cognitive phenomena (Skatova et al. 2013; Gillan et al. 2015; Schad et al. 2014; 

Sebold et al. 2016; Otto et al. 2015; Solway & Botvinick 2015). This line of work has 

been limited, however, by the range of experimental techniques that are available for 

human subjects. Methods for measuring and perturbing neural activity with much greater 

precision are available for animal subjects, especially rodents and non-human primates. 

These techniques were crucial to forming our current knowledge of the algorithms of 

simpler decision-making, and bringing them to bear on the key questions of planning 

might reveal similar key insights which would be difficult or impossible to obtain 

working with human subjects alone.    

Planning in Rodents 

Experiments demonstrating the existence of planning in non-human animals date back 

at least to the seminal work of Edward Tolman (Tolman 1948), who showed that rats in 

mazes flexibly adapt their behavior to changes in the maze in ways best explained by 

positing an internal “cognitive map” of the layout of the maze, used by the animal to 

plan. Subsequent research on animal learning has produced refined assays of planned 

behavior, most notably outcome revaluation (Adams & Dickinson 1981). In this assay, a 

subject learns that performance of some action will lead to the occurrence of some 

outcome (e.g. pressing a lever results in a food pellet). Subsequently, the value of this 

outcome to the subject is changed (e.g. by pairing its consumption with illness), and the 

subject is tested to see whether rate of performance of the action changes. Crucially, no 

outcomes are delivered during the test, so flexible behavior depends on the subject having 

learned action-outcome associations, and using these associations to alter its behavioral 

strategy – that is, flexible behavior requires planning. The devaluation assay provides a 

behavioral readout of planning, and has been used to characterize the effect on planning 

of perturbations, such as lesions. This work has identified a number of brain regions in 

which lesions either abolish behavioral flexibility in the face of outcome revaluation (Yin 

et al. 2005; Killcross & Coutureau 2003; Gremel & Costa 2013), or render it nonselective 

to the particular outcome involved (Balleine & Dickinson 1998; Balleine et al. 2003; 

Corbit et al. 2003), suggesting that these regions may play a role in the computations 

which underlie planning. This assay, and others like it, is limited in that it obtains only 

one or a few instances of planned behavior per subject. This makes it difficult to employ 

experimental designs involving agent-based behavioral models, which we expect to be 

instrumental in elucidating the neural algorithms of planning. 

https://paperpile.com/c/nnWnoY/UhE1+zlo8y+YInD2+4dSR+vuAP+U4pr/?noauthor=0,0,0,0,0,0
https://paperpile.com/c/nnWnoY/UhE1+zlo8y+YInD2+4dSR+vuAP+U4pr/?noauthor=0,0,0,0,0,0
https://paperpile.com/c/nnWnoY/kNyYq+fVrEP+EvO1B+ZHF6
https://paperpile.com/c/nnWnoY/kNyYq+fVrEP+EvO1B+ZHF6
https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s+0UXSe
https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s+0UXSe
https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s+0UXSe
https://paperpile.com/c/nnWnoY/GhLBt+nzyDL+T4vf3+3J7Oa+RijRm+cBfO
https://paperpile.com/c/nnWnoY/GhLBt+nzyDL+T4vf3+3J7Oa+RijRm+cBfO
https://paperpile.com/c/nnWnoY/kfo9
https://paperpile.com/c/nnWnoY/1aWB
https://paperpile.com/c/nnWnoY/aaEZ+GQ1M+Oxa4
https://paperpile.com/c/nnWnoY/aaEZ+GQ1M+Oxa4
https://paperpile.com/c/nnWnoY/FRcC+0KFY+HRMS
https://paperpile.com/c/nnWnoY/FRcC+0KFY+HRMS
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Experimental Approach 

Research into the neural algorithms of planning is limited from two sides: Approaches 

involving human subjects are limited in terms of available experimental techniques, and 

approaches involving animals are limited in terms of available behaviors. This thesis 

work represents an attempt to combine the best of both worlds: We have adapted the 

most popular of the human planning tasks (the “two-step” task; Daw et al. 2011) for use 

with rats. This allows agent-based behavioral modeling to be combined with an extensive 

toolkit available for invasive neural experiments rodents, providing a strong platform for 

which to launch investigations into the neuroscience of planning.  

Our approach is grounded both in the traditions of human and animal planning 

research described above, and also in a broad tradition of studying cognition in rodents 

using high-throughput behavioral tasks. This latter tradition springs from seminal work 

developing rodent analogues of sensory decision-making tasks adapted from research 

with primates (Uchida & Mainen 2003; Yang et al. 2008). It has been extended to include 

rodent platforms for investigating classic cognitive phenomena, including confidence 

(Kepecs et al. 2008), working memory (Erlich et al. 2011; Fassihi et al. 2014), task 

switching (Duan et al. 2015), and evidence accumulation (Brunton et al. 2013). Work in 

this tradition has combined sophisticated behavioral models with modern neuroscience 

techniques such as single unit recordings and optogenetic perturbations to reveal deep 

insights into the neural mechanisms of decision-making (Hanks et al. 2015; Kopec et al. 

2015). It is our hope that combining this approach with the tasks, models, and conceptual 

tools from previous research on planning will result in similar insights into planning’s 

own neural mechanisms. 

Overview of Thesis Work 

Chapter 2: Identifying Model-Based and Model-Free Patterns in Behavior on 

Multi-Step Tasks 

The rodent two-step task is only an effective tool for studying the neural mechanisms 

of planning if analysis of behavioral datasets from subjects performing the task can reveal 

whether or not those subjects are, in fact, planning. This chapter evaluates the analysis 

tools that are typically used to understand these behavioral datasets, and introduces a new 

tool that provides an important complement to them. It does this by considering synthetic 

datasets generated by artificial agents instantiating known algorithms, and subjecting 

these datasets to various analysis tools. It concludes by recommending an analysis 

strategy with applicability beyond the two-step task: Data on complex tasks are best 

understood by combining agent-based modeling, which necessarily involves assumptions 

about the process which generated the data, with complementary techniques providing a 

rich and relatively assumption-free characterization.  

Chapter 3: Dorsal Hippocampus Contributes to Model-Based Planning in the Rat 

This chapter describes the rat version of the two-step task, as well as inactivation 

experiments identifying several brain regions which might support the planning process. 

We trained rats to perform the task, and collected large behavioral datasets from a large 

number of well-trained animals. We then followed the advice of the previous chapter, and 

https://paperpile.com/c/nnWnoY/UhE1/?prefix=the%20%E2%80%9Ctwo-step%E2%80%9D%20task%3B
https://paperpile.com/c/nnWnoY/CTCD+iogR
https://paperpile.com/c/nnWnoY/W0sB
https://paperpile.com/c/nnWnoY/Xxnu+VZSM
https://paperpile.com/c/nnWnoY/PeC2
https://paperpile.com/c/nnWnoY/RAVx
https://paperpile.com/c/nnWnoY/mk0Y+3NWA
https://paperpile.com/c/nnWnoY/mk0Y+3NWA
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analyzed the data using both agent-based modeling and complementary approaches. This 

revealed a dominant role for model-based planning in the strategy of the rats, providing a 

platform from which to launch investigations of the neural mechanisms of planning. We 

took advantage of this platform, performing inactivation experiments in several brain 

regions to test whether they were involved in the planning process. We found that 

inactivations of orbitofrontal cortex or dorsal hippocampus selectively impaired the 

planning process, exposing these as candidate brain regions for more detailed follow-up 

experiments investigating the algorithms of planning in more detail. 

Chapter 4: Habits Without Values 

This chapter takes a step back from planning, considering the broader architecture 

within which the planning system operates. A wealth of evidence indicates that this 

architecture includes both a model-based planning system and a separate “habit system”, 

which is simpler, less flexible, and competes (or perhaps cooperates) with planning in 

order to guide behavior. The prevailing computational account of this system holds that it 

instantiates a model-free reinforcement learning algorithm (Figure 1, above). In this 

chapter, we revisit this idea, and introduce a computational account of habits which is 

both simpler and more in tune with traditional psychological accounts. We demonstrate 

these ideas by instantiating them within an agent model, and demonstrating that it 

reproduces classic data from the literature on habits. This work has important 

implications for research investigating the algorithms of planning: We expect a 

computational account of planning to be much easier to come by if accompanied by a 

clear account of what behavior looks like when it is not planned. 
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Chapter 2: Identifying Model-Based and Model-

Free Behavior on Multi-Step Tasks 
 

Kevin J. Miller1,6, Carlos D. Brody1,2,3, Matthew M. Botvinick1,4,5 

1 Princeton Neuroscience Institute, Princeton University, Princeton NJ 08544 USA 
2 Department of Molecular Biology, Princeton University, Princeton NJ 08544 

3 Howard Hughes Medical Institute 

4 Department of Psychology, Princeton University, Princeton NJ 08544 USA 
5 Google DeepMind, London EC4A 3TW, UK 

6 corresponding author 

Recent years have seen a surge of research into the neuroscience of 

planning. Much of this work has taken advantage of a two-step sequential 

decision task developed by Daw et al. (2011), which gives the ability to 

diagnose whether or not subjects’ behavior is the result of planning.  Here, 

we present simulations which suggest that the techniques most commonly 

used to analyze data from this task may be confounded in important ways, 

especially with respect to variants of the task optimized for use with 

animals. We introduce a new analysis technique, which suffers from fewer 

of these issues. This technique also presents a richer view of behavior, 

making it useful for characterizing patterns in behavior in a theory-neutral 

manner. This allows it to provide an important check on the assumptions of 

more theory-driven analysis such as agent-based model-fitting. 

Introduction 

It has long been known that humans and animals construct internal models of the 

dynamics and contingencies in their environment (“cognitive maps”; Tolman 1948), and 

use these models to inform their decisions.  Such “model-based” decision-making 

behavior is defined in learning theory (Sutton & Barto 1998) as planning, and is 

distinguished from simpler “model-free” strategies.  Despite great progress in recent 

years elucidating the neural mechanisms of simple decision-making, the neuroscience of 

planning is still in its infancy.  One important reason for this is that traditional planning 

tasks, such as outcome devaluation (Adams & Dickinson 1981), are limited to producing 

only one or a few instances of planned behavior per subject, sharply limiting the types of 

experimental designs that can be brought to bear.  Recently, Daw et al., (2011) have 

developed a two-step sequential decision-making task that lifts this limitation, obtaining 

many hundreds of decisions per session, along with a behavioral readout of whether or 

not those decisions were planned. 

The development of this task constituted a major step forward in the neuroscience of 

model-based behavior, rendering planning accessible for the first time to a wide range of 

new experimental designs.  Recent work has used it to characterize the neural correlates 

of planning (Daw et al. 2011; Doll et al. 2015; Deserno et al. 2015) , the structures and 

neurotransmitters involved (Wunderlich, Smittenaar, et al. 2012; Smittenaar et al. 2013; 

Worbe et al. 2015), factors that promote or interfere with planning (Otto, Raio, et al. 

2013; Sebold et al. 2014; Eppinger et al. 2013; Otto, Gershman, et al. 2013; Radenbach et 

https://paperpile.com/c/nnWnoY/kfo9/?prefix=%22cognitive%20maps%22%3B
https://paperpile.com/c/nnWnoY/wCGg
https://paperpile.com/c/nnWnoY/1aWB
https://paperpile.com/c/nnWnoY/UhE1/?noauthor=1
https://paperpile.com/c/nnWnoY/UhE1+zlo8y+YInD2/?noauthor=0,0,0
https://paperpile.com/c/nnWnoY/kNyYq+fVrEP+EvO1B
https://paperpile.com/c/nnWnoY/kNyYq+fVrEP+EvO1B
https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s
https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s
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al. 2015; Voon et al. 2015), and relationships between planning and other cognitive 

phenomena (Skatova et al. 2013; Gillan et al. 2015; Schad et al. 2014; Sebold et al. 2016; 

Otto et al. 2015).  In addition, variants of the task for animal subjects are being developed 

(Miranda, Malalasekera, Dayan, & Kennerly, 2013, Society for Neuroscience Abstracts; 

Akam, Dayan, & Costa, 2013, Cosyne Abstracts; Groman, Chen, Smith, Lee, & Taylor, 

2014, Society for Neuroscience Abstracts; Hasz & Redish, 2016, Society for 

Neuroscience Abstracts; Miller, Botvinick, & Brody, in prep), opening a wide range of 

new possibilities for experiments investigating the neural mechanisms of planning.  

Crucial to much of this is a set of analysis tools used to quantify the extent to which a 

behavioral dataset shows evidence of planning vs. the extent to which it shows evidence 

of having been produced by a model-free algorithm. Two such tools are commonly in 

use, both originating with the seminal work on this task (Daw et al., 2011). The first of 

these tools is a simple analysis of one-trial-back stay/switch choice behavior which is 

relatively theory neutral. Particular patterns are expected to appear in this analysis which 

are characteristic of planning vs. model-free systems. The second tool involves fitting the 

data with a theoretically motivated agent-based computational model, and interpreting the 

best fit parameters which result. Given the expanding popularity of the two-step task, it is 

important to thoroughly vet these tools, and determine the extent to which they provide a 

complete and accurate picture of the generative process which gave rise to a behavioral 

dataset, including in modified versions of the task optimized for animal subjects.  

Here, we generate synthetic datasets for which the “ground truth” generative process is 

known, and subject them to analysis using both of these tools. We show that the one-trial-

back analysis is subject to important confounds, rendering it poorly suited to the task of 

quantifying model-based vs. model-free patterns in behavior in several cases. We show 

that agent-based model-fitting analyses perform as expected in cases where their 

assumptions are met, but can fail dramatically when they are not. We introduce a novel 

theory-neutral tool for characterizing behavioral data on this task (the “many-trials-back” 

analysis). This tool used on its own is resistant to some (but not all) of the limitations 

associated with the one-trial-back analysis. It also provides a rich description of the 

qualitative patterns that are present in behavior, making it an effective tool for checking 

the assumptions of theory-driven approaches such as explicit model fitting.  

We caution against the use of the one-trial-back analysis as a means of quantifying 

behavioral patterns, as well as the application of model-fitting analyses to novel datasets 

in the absence of model comparison or validation by comparison to theory-neutral 

methods. We introduce the many-trials-back method both as an independent way of 

quantifying patterns in behavior, and recommend an approach to data analysis that 

combines this tool with explicit computational modeling. 

Methods 

Two-Step Behavioral Task 

We generated synthetic behavioral data from the two-step Markov decision task 

developed by Daw et al. (2011), the structure of which is outlined in Figure 1. In the first 

step of this task, the agent must select between two actions (A&B in figure 1). In the 

second stage, the agent is presented with the choice between one of two pairs of actions 

https://paperpile.com/c/nnWnoY/qMmwX+04rwE+m6Hmf+jmpLq+2Svbz+3xA4s
https://paperpile.com/c/nnWnoY/GhLBt+nzyDL+T4vf3+3J7Oa+RijRm
https://paperpile.com/c/nnWnoY/GhLBt+nzyDL+T4vf3+3J7Oa+RijRm


9 

 

(C&D or E&F in figure 1). The selection of a second-stage action results in either a 

reward or an omission. 

Which pair of second-stage choices was available on a particular trial depended 

probabilistically on the action selected in the first stage. Selection of Action A led to 

C&D becoming available 70% of the time and E&F becoming available 30% of the time, 

while selection of Action B led to C&D 30% of the time and E&F 70% of the time. The 

probability of a reward for each second-stage action was initialized randomly between 0 

and 1, and evolved after each trial according to a gaussian random walk (μ = 0, σ = 0.025, 

as in Daw et al. 2011), with bounds at 0.25 and 0.75. 

We also consider a simplified version of the two-step task, optimized for use with 

animal subjects, which is outlined in figure 2. This task eliminates the second choice. 

Selection of Action A at the first step led to Action C (only) becoming available 80% of 

the time, and Action D 20% of the time, while selection of Action B led to C or D with 

opposite probabilities. At all times, the probability of a reward following one second-step 

action was 80%, and following the other 20%. After each trial, there was a 2% chance 

that the reward probabilities would reverse, with the constraint that they could not reverse 

if they had reversed previously within the last 10 trials.  

Synthetic Behavioral Datasets 

To test our analytical techniques, we generated a variety of synthetic datasets for 

which the “ground truth” generative mechanism is known. In Part I, we analyze synthetic 

datasets from model-based, model-free, and hybrid agents performing both versions of 

the task described above (for an introduction to reinforcement learning agents, see Sutton 

& Barto, 1998). Our model-free agents implement a SARSA(1) algorithm which assigns 

values to each first-step choice based on the frequency with which it has led to a reward 

vs. an omission  in the recent past. Our model-based agents are aware of the transition 

probabilities in the task, and use this knowledge to assign values to the choices in 

accordance with task structure. Hybrid agents mix both of these strategies according to a 

weighting parameter w. These agents are all special cases of the model used in Daw et al. 

(2011) being run in generative mode: our model-free agents have the parameter w set to 

0, our model-based agents have w set to 1, and all agents in Part One have the parameter 

λ set to 1. 

In Part Two, we analyze datasets from agents using three types of alternate strategies. 

The first type of agents are model-free SARSA(λ) agents, incorporating an additional 

model-free learning rule at the time of the second step transition, in addition to the 

SARSA(1) learning rule at the time of the final outcome. These are equivalent to the 

model used in Daw et al., (2011) with the parameter w set to 0, allowing the parameter λ 

to vary. The second type are model-free SARSA(1) agents operating on an expanded 

state space (Akam et al. 2015) – instead of considering each trial to begin in the same 

state, these agents consider the initial state of a trial to be different depending on the 

outcome of the previous trial. The third type are model-based agents incorporating a 

learning rule on the model itself. These agents maintain a running estimate of how likely 

it is that each second-step state will follow each first-step action, rather than taking 

advantage of a static model. 

 

https://paperpile.com/c/nnWnoY/stZeo
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One-Trial-Back Stay/Switch Analysis. 

The one-trial-back stay-switch analysis is the most widely used method for 

characterizing behavior on the two-step task. This method quantifies the tendency of an 

agent to repeat the choice that it made on the last trial vs. switch to the other choice, as a 

function of the last trial’s outcome. We consider four possible outcomes: reward-common 

(RC), reward-uncommon (RU), omission-common (OC), and omission-uncommon (OU). 

We plot the fraction of trials in each category following which the agent repeated its 

choice, along with a 95% confidence interval. One-trial-back model-based and model-

free indices are computed from the stay probabilities following each outcome as follows: 

  

 
(1) 

Many-Trials-Back Regression Analysis. 

We quantify the effect of past trials and their outcomes on future decisions using a 

logistic regression analysis based on previous trials and their outcomes (Lau & Glimcher 

2005). We define vectors for each of the four possible trial outcomes (RC, RU, OC, OU 

as above), each taking on a value of +1 for trials of their type where the rat selected the 

left choice port, a value of -1 for trials of their type where the rat selected the right choice 

port, and a value of 0 for trials of other types. We define the following regression model: 

 

 

 

(2) 

where β RC, β OC, β RU, and β OU are vectors of regression weights which quantify the 

tendency to repeat on the next trial a choice that was made τ trials ago and resulted in the 

outcome of their type, and T is a hyperparameter governing the number of past trials used 

by the model to predict upcoming choice. We define a model-based and a model-free 

index based on sums of fit regression weights consistent with each pattern. This extends 

the logic of the standard indices (equation 1) to consider many past trials: 

 

  

 

(3) 

Model-fitting Analysis. 

We performed model-fitting analyses in the standard task using the model introduced 

by Daw et al., (2011).. This model has seven parameters, β1, β2, α1, α2, λ, w, and p. which 

we allowed to vary, with α1, α2, λ, and w constrained between zero and one. In the 

simplified task, the parameter β2 is without meaning and was dropped from the model. In 

both cases, we performed maximum a posteriori fits using the probabilistic programming 

language Stan through its MATLAB interface (Carpenter, et al. 2016; Stan Development 

https://paperpile.com/c/nnWnoY/mzNKm
https://paperpile.com/c/nnWnoY/mzNKm
https://paperpile.com/c/nnWnoY/0aSKu+vg7HN/?prefix=Carpenter%2C%20et%20al.%20,&noauthor=1,0
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Team 2016), incorporating weakly informative priors on all parameters (Gelman et al, 

2013; α1, α2, λ, and w: beta distribution with a=3, b=3; β1, β2, and p: normal distribution 

with μ = 0, σ = 10). Incorporating a prior on the learning rates was necessary in order to 

avoid pathological fits in which β1 and λ become unconstrained as α1 goes to zero, or β2 

becomes unconstrained as α2 goes to zero. To compute model-based and model-free 

indices from these fit parameters, we take advantage of the fact that the parameter w 

controls the relative strength of each pattern, with w = 1 being fully model-based and w = 

0 being full model-free, while β1 controls the overall degree of decision noise on the first 

step, with lower values corresponding to behavior that is more random. We therefore 

compute model-based and model-free indices from the values of the fit parameters as 

follows: 

   

 
(4) 

Results 

Section I: Characterizing Model-Based vs. TD(1) Model-Free Behavior 

The two-step task was developed as an experimental tool for separately quantifying 

model-based and model-free patterns in behavioral data in a trial-by-trial setup. In the 

first step of the task, the subject is presented with and first-step choice state (state 0 in 

figure 1), and selects between two available actions (Actions A and B in figure 1). The 

subject then experiences a probabilistic transition to one of two possible second-step 

choice states (States 1 & 2).  Each first-step action leads with high probability to one of 

the second-step states and with low probability to the other second-step state. In each 

second-step state, the subject is presented with a choice between two second-step actions 

(C & D or E & F). Each of the four second-step actions leads to a reward with a certain 

probability. These reward probabilities are different from one another, and are changing 

with time, so optimal performance on the task requires continuous learning about the 

second-step reward probabilities, and selection of the first-step action which is most 

likely to lead to the best second-step action becoming available. Optimal behavior 

therefore requires knowing the relationship between first-step actions and their likely 

outcomes – that is, optimal behavior on this task requires use of a model. 

While optimal performance on the two-step task requires use of a model, a variety of 

model-free strategies exist as well. The most commonly considered model-free strategy, 

TD(1), simply learns to repeat first-step actions which are followed by rewards, and to 

avoid those which are followed by omissions, ignoring the structure of the task. These 

strategies differ dramatically from model-based strategies in how they alter their choice 

behavior following uncommon transition trials. In particular, model-free strategies tend to 

increase their likelihood of repeating a first-step action which is followed by a reward, 

and to decrease it when it is followed by an omission, regardless of whether the transition 

was common or uncommon. Model-based strategies, on the other hand, tend to decrease 

their likelihood of selecting a first-step action that led to a reward after an uncommon 

transition (because the other first-step action is most likely to lead to the state that 

preceded that reward), and similarly to increase their likelihood of selecting a first-step 

action that led to an omission  after an uncommon transition (because the other first-step 

https://paperpile.com/c/nnWnoY/0aSKu+vg7HN/?prefix=Carpenter%2C%20et%20al.%20,&noauthor=1,0
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action is most likely to lead to the state that preceded the omission). This difference 

suggests that analysis of choice behavior should be sufficient to identify a behavioral 

dataset as arising from either a model-based or a model-free strategy. 

 

 

Figure 1: Model-free and model-based patterns of behavior on the Daw 

et al., (2011) version of the two-step task 

The simplest and most common way of analyzing choice behavior is a one-trial-back 

analysis of stay/switch behavior. In this analysis, the dataset is divided into four sets of 

trials based on first-step transition (common/uncommon) and second-step outcome 

(reward/omission), and analyzed as to whether the first-step choice on the following trial 

was the same (stay) or different (switch). The prediction is that model-free agents will 

show larger stay probability following rewards and lower stay probability following 

omissions, regardless of transition, while model-based agents will show larger stay 

probability following reward-common and omission-uncommon trials, and lower stay 

probability following omission-common and reward-uncommon. This prediction is borne 

out in synthetic datasets generated by TD(1), model-based, and hybrid agents (Fig 1, 
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middle). A common way of summarizing these data is to compute a “model-free index” 

as the main effect of reward (reward/omission) on stay probability, and a “model-based 

index” as the reward by transition (reward/omission by common/uncommon) interaction 

effect (see Eq. 1). 

To provide a richer picture of patterns in behavior, we consider a “many-trials-back” 

analysis which takes into account multiple past trials. This analysis is a logistic 

regression, including separate weights for each possible outcome (common/uncommon, 

reward/omission) at each trial lag (see Method, eq. 2). In these models, we expect the 

same patterns that we expected from the one-trial-back analysis: model-free systems will 

tend to increase their probability of repeating a choice after rewards and decrease it after 

omissions, independently of transition, while model-based systems will show opposite 

patterns after common vs. uncommon trials. We see that the many-trials-back analysis 

applied to synthetic data from TD(1), model-based, and hybrid agents indeed produce 

these patterns (Fig 1, below). 

In addition to revealing more information about patterns in behavior, the many-trials-

back analysis has the advantage of robustness to changes in task design. In figure 2, we 

consider an alternative version of the two-step task optimized for use with rodents. In this 

version of the task, the second-step choice is eliminated, and each second-step state 

contains only one available action. The transition probabilities and reward probability 

dynamics are also slightly different (see Method, Two-Step Behavioral Task for details). 

The one-trial-back analysis applied to synthetic data from this task reveals a strong 

difference in stay probability following reward-common vs. reward-uncommon trials, as 

well as following omission-common vs. omission-uncommon for a model-free TD(1) 

agent (Figure 2, middle row, left). This analysis would result in a positive model-based 

index for this purely model-free agent, an undesirable result. This happens because the 

one-trial-back analysis considers only the outcome of the immediately previous trial, 

while the behavior of the agents is determined in part by outcomes that occurred on trials 

further in the past (e.g. for an agent with a learning rate of 0.3, the immediately previous 

trial’s outcome contributes only 30% to the overall value). If the decision of the agent 

depends on the outcomes of many previous trials, and if the outcome of the immediately 

previous trial covaries with the outcomes of many previous trials, we expect a one-trial-

back analysis to be subject to confounds. The many-trials-back analysis is robust to these 

issues, since it accounts explicitly for the impact of past trial on decision behavior (Figure 

2, bottom row). 
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Figure 2: Model-free and model-based patterns of behavior on an 

alternate version of the two-step task optimized for use with animals 
These effects are most acute for low learning rate agents, since these agents’ behavior 

is most dominated by events more than one trial in the past. To illustrate this 

systematically, we generated synthetic datasets at a variety of learning rates, and 

computed the model-free and model-based index for each using the one-trial-back 

method (Figure 3, top row). For the model-free agent, we found that the model-free index 

increased substantially with learning rate, while the model-based index decreased 

slightly. For the model-based agent, the model-based index increased substantially with 

learning rate, while the model-free index was relatively unaffected. For the mixed agent, 

both indices increased with learning rate. We find that model-based and model-free 

indices computed using the many-trials-back method (Figure 3, middle row), are affected 

only slightly by changes in learning rate. We also generated synthetic datasets from 

mixed agents in which we systematically varied the learning rate of either the model-

based agent (Figure 4, top), or the model-free agent (Figure 4, bottom). We find that 

indices computed by the one-trial-back method are separately affected by these changes -
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- this can result in datasets generated by mechanisms that are equal mixtures of model-

based and model-free systems being characterized as either predominantly model-free or 

predominantly model-based, depending on learning rate (Figure 4 left, orange and green 

lines cross as learning rate changes). Indices computed by the many-trials-back method 

are much less sensitive to changes in one agent’s learning rate (Figure 4 second from 

left). 

 

Figure 3: Changing the learning rate. Model-based and model-free 

indices produced by the one-trial-back (above), many-trials-back 

(middle) and model-fitting method (below), applied to datasets from 

TD(1) model-free agents, model-based agents, and mixed agents with 

different learning rates. 
Another way of common way of characterizing behavior on the two-step task involves 

fitting the parameters of a particular agent-based computational model (Daw, et al., 2011) 

to the behavioral dataset. One of these parameters, w, controls the extent to which a 

dataset is dominated by model-based vs. model-free patterns. We performed maximum a 

posteriori fits of this model to our synthetic datasets, and recovered parameter estimates. 

While it is typical in the literature on this task to simply interpret the weighting parameter 

w as a relative measure of the strength of model-based vs. model-free patterns, here we 

combine w and β1 to compute separate model-based and model-free indices (see Method, 

eq. 4), for simpler comparison to the one-trial-back and many-trials-back methods. One 

assumption of this model is that the model-based and model-free agents have the same 
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learning rate as one another. It therefore does a good job of characterizing the behavior of 

agents for which this assumption is met, reporting model-based and model-free indices 

that are robust to changes in learning rate that affect both systems equally (Figure 3, 

bottom). It does much less well at characterizing agents for which this assumption is not 

met (Figure 4, second from right; note that orange and green lines cross). If we generalize 

the model to relax this assumption, it gains the ability to characterize these agents 

correctly (Figure 4, right). The fit parameters of agent-based models, therefore, can be a 

powerful tool for understanding the mechanisms that gave rise to a behavioral dataset, 

performing better than the other tools we consider here (Figure 3, bottom; figure 4, right). 

In cases where the model makes assumptions that are not met, however, these fits can be 

misleading (Figure 4, second from right).  

 

Figure 4: Changing one learning rate at a time. Model-based and 

model-free indices produced by the one-trial-back, many-trials-back, 

standard model fit, and expanded model fit.  
In this section, we have considered the case of synthetic behavioral datasets generated 

by a particular model-based algorithm, a particular model-free algorithm, and hybrid 

systems mixing both together. With respect to these datasets, we have shown that the 

one-trial-back analysis is a relatively unreliable tool for characterizing behavioral 

patterns, but that both the many-trials-back analysis and explicit fits of the generative 

model are more useful. In cases where the assumptions built into a model are true of the 

process which generated a dataset, fits of that model are ideal for characterizing the 

dataset (Figure 3, bottom; figure 4, right). In cases where these assumptions are not met, 

model fits can be badly misleading (Figure 4, second from right). In the next section, we 

consider synthetic behavioral datasets generated by different types of algorithms. We will 

show that only fits of agent-based models are able to properly characterize these datasets 

in general, but that the assumptions built into these models can to some extent be checked 

using tools like the many-trials-back regression analysis. 

Section II: Strategies beyond simple MB/MF 

In Section I, we showed that both the many-trials-back regression analysis as well as 

fits of agent-based computational models are effective techniques for characterizing 

particular kinds of behavioral datasets from the two-step task. In this section, we will 

show that the many-trials-back analysis is able to provide a relatively rich and theory-
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neutral description of patterns present in a behavioral dataset, at the expense of providing 

relatively little insight into the mechanisms which may have generated those patterns. 

Agent-based models, on the other hand, provide theoretical insight at the expense of 

relying on theoretical assumptions – if these assumptions are not met, the description of 

behavior provided by a model fitting approach will be at best incomplete, and at worst 

actively misleading. That theory-neutral approaches like the many-trials-back analysis 

can reveal when the assumptions of a model are violated, providing important guidance 

to a model fitting analysis approach. 

First, we consider a class of model-free systems known as TD(λ) systems, which are 

widely used in psychology and neuroscience as models of human and animal behavior. In 

addition to reinforcing first-step actions when they lead to reward, these systems 

introduce an extra learning rule reinforcing first-step actions when they lead to second-

step states which themselves have led to reward on previous trials. These algorithms 

introduce an “eligibility trace” parameter λ to control the relative importance of these two 

updates. This λ-modulated double update rule is incorporated into the standard model 

used in the literature to characterize behavioral data on this task. We generated synthetic 

datasets from systems with different values of λ, and subjected these datasets to the 

many-trials-back analyses (Figure 5, above). We see that as λ decreases, a characteristic 

pattern arises which is qualitatively different from that pattern shown by any of the agents 

considered earlier. This pattern involves reward by transition interactions at long trial lag, 

giving rise to erroneous “model-based indices” > 0 for these datasets analyzed using the 

many-trials-back method. We compute model-based and model-free indices using the 

one-trial-back, many-trials-back, and model-fitting methods, and see that only agent-

based model fitting is robust to changes in lambda.  

 

Figure 5: Changes in eligibility trace parameter confound both the one-

trial-back and the many-trials-back analyses. 
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Explicit model-fitting is robust to changes in both alpha and lambda, and is a robust 

and statistically efficient way to characterize behavior that was generated by a process 

which meets the theoretical assumptions built into the model. Model fitting can lead to 

confusing or misleading results if applied to a dataset which does not meet these 

assumptions. Next, we consider two such types of systems. The first are model-free 

systems which take advantage of an expanded state space (Akam et al. 2015). We term 

these system “expanded state space model-free” or ESS-MF. Instead of considering each 

trial to begin in the same state (“State 0” in figure 1), they consider different trials to 

begin in different states, according to the outcome of the previous trial. They therefore 

learn different values of actions A&B for each of these possible states. The “state space” 

considered by one of these agents is determined by a particular set of features of the 

previous trial that it takes into account. In figure 6, we consider an agent taking into 

account the previous trial’s outcome and reward (ESS-MF OR, four total states), as well 

as one considering the previous trial’s choice, outcome, and reward (ESS-MF COR, eight 

total states), and show the results of the one-trial-back, many-trials-back, and model-

fitting analysis to a synthetic dataset. This dataset shows large reward by transition 

interaction effects (“model-based pattern”) in the one-trial-back analysis and in the many-

trials-back analysis at lag one, but reveals main effects of reward (“model-free pattern”) 

at longer trial lags.  

 

 alpha1 alpha2 beta lambda w p 

ESS-MF  OR 0.20 0.38 3.5 0.60 0.20 -0.02 

ESS-MF COR 0.13 0.32 3.2 0.65 0.29 -0.04 

Figure 6: “Enhanced state-space” model-free systems mimic model-

based or hybrid systems in the one-trial-back analysis, reveal distinctive 

patterns in the many-trials-back analysis.   

https://paperpile.com/c/nnWnoY/stZeo
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Fitting the standard model to these datasets results estimates for the w parameter that 

are greater than zero (w=0.20 and 0.29 for the outcome-reward and choice-outcome-

reward versions, respectively), erroneously suggesting that the dataset was generated in 

part by a model-based mechanism. The model-fitting analysis on its own reveals no 

insight into the fact that its assumptions are not met by these particular datasets:  Indeed, 

it is blind to the difference between these datasets and ones generated by a hybrid 

MB/TD(λ) system using the estimated parameters. We illustrate this by generating such 

datasets and performing the model-fitting and many-trials-back analyses. While the 

model-fitting recovers very similar parameter estimates, the many-trials-back analysis 

reveals qualitative differences between the datasets (compare figure 6 middle and bottom 

rows to figure 7), pointing to the fact that the original dataset was generated by 

mechanisms that violate the assumptions of the fitting analysis. 

 

 alpha1 alpha2 beta lambda w p 

ESS-MF  OR 0.20 0.38 3.5 0.6 0.20 -0.02 

ESS-MF COR 0.13 0.32 3.2 0.65 0.29 -0.04 

Figure 7: Datasets generated using the standard model with parameters 

fit to ESS-MF datasets. Many-trials-back analysis reveals qualitative 

differences between these datasets and the EFF-MF datasets, revealing 

that the assumptions of the standard model do not apply to this dataset. 

Fits of the standard model itself reveal no differences. 
Finally, we consider model-based systems which also violate the assumptions of the 

fitting analysis. Instead of having access to a perfect and stable model of the world, these 

systems learn their model from experience and update the model as new information 

becomes available.  Figure 8 (top) shows the results of the many-trials-back analysis 

applied to a synthetic dataset from two agents with different model-learning rates. This 

analysis reveals differences between the effects of common and uncommon trials (solid 

and dotted lines), which would result in a nonzero “model-free index” for this purely 

model-based system. We illustrate this systematically, changing the learning rate with 

which the agent updates its model of the world from 0 to 0.5, and computing model-

based and model-free indices using the one-trial-back, many-trials-back methods, as well 

as fits of the standard agent (which does not update its model) and a generalized agent 

which does update its model. Only the generalized agent reports indices which are 
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accurate: a model-free index near zero and a model-based index that is stable with respect 

to changes in learning rate.  

 

Figure 8: Datasets generated by an agent with a learning rule for the 

transition probabilities. Many-trials-back analysis reveals qualitative 

patterns that are difference from other agents we have considered (top 

row). Indices computed using one-trial-back, many-trials-back, or 

standard model are misleading, while indices computed by fitting a 

model that has been generalized to consider transition learning are not. 

Conclusions 

The recently developed “two-step task” of Daw et al., (2011) has become a popular 

tool for investigating the psychological and neural mechanisms of planning, promising a 

behavioral readout of planning in the context of a repeated trials decision making task. 

Crucial to its success is the idea that analysis of behavior can reveal the extent to which a 

subject is performing the task using a planning vs. a model-free strategy. Work on this 

task typically uses two tools for characterizing these patterns: a relatively theory-neutral 

one-trial-back analysis of choice behavior, and parameter estimation using a particular 

computational model, both of them introduced in the pioneering work on this task by 

Daw et al (2011). In the present work, we investigated the performance of each of these 
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tools, and compared them to a novel many-trials-back method. We showed that in a 

modified version of the task, the one-trial-back analysis fails to adequately characterize 

behavior even for relatively simple agents, with particularly acute difficulties 

categorizing model-free systems with low learning rates (Fig 3). This could lead to a 

behavioral dataset produced by a low learning rate model-free agent being misclassified 

as having come from a hybrid system. The absolute results of the one-trial-back analysis 

vary strongly with learning rate for agents of all types (Fig 3), a result with implications 

for studies investigating group or individual differences in the balance between model-

based and model-free control. The model-fitting method is suitable for characterizing 

patterns in behavioral datasets which were generated by mechanisms conforming to its 

assumptions (Fig 3 & 4), but provides at best an incomplete account of behavior in cases 

where those assumptions were not met (Figs 5 & 7).  

We introduce a novel many-trials-back method, which alleviates some of the problems 

with the one-trial-back method, and provides a valuable complement to agent-based 

model fitting. This method is able to accurately categorize simple hybrid agents in a 

manner relatively insensitive to learning rate (Fig 3). It provides a rich description of the 

patterns present in behavior, and can be used to discriminate datasets generated by simple 

hybrid agents from those generated by alternative mechanisms including SARSA(λ), 

enhanced state space SARSA(1), and MB with model update. This puts the many-trials-

back analysis in a position to be useful for model checking (Gelman et al. 2013). 

In complex tasks like the two-step task, many behavioral strategies are possible. In 

general, it is challenging to devise theory-neutral analyses which distinguish these 

strategies, since very different strategies can give rise to similar qualitative patterns of 

behavior. Fits of agent-based models can rise to this challenge, distinguishing strategies 

based on quantitative differences between the patterns of behavior they produce. These 

models, however, rely on assumptions about the strategy that gave rise to a dataset, and if 

these assumptions are not met, their fit parameters can be difficult to interpret. One way 

to check whether the assumptions that underlie a particular agent-based model are true 

about a particular dataset is to fit the model to a dataset, generate a synthetic dataset using 

the fit parameters, and compare this synthetic dataset to the actual dataset using rich and 

theory-neutral analysis methods. 

We recommend that future work on the two-step task use caution in interpreting the 

results of the one-trial-back analysis, and where possible take advantage of approaches 

like the many-trials-back analysis, both to characterize behavior in a theory-neutral way, 

and to check the assumptions built into analysis using agent-based models. 
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 Planning can be defined as a process of action selection that leverages an internal 

model of the environment. Such models provide information about the likely outcomes 

that will follow each selected action, and their use is a key function underlying complex 

adaptive behavior. However, the neural mechanisms supporting this ability remain poorly 

understood. In the present work, we adapt for rodents recent advances from work on 

human planning, presenting for the first time a task for animals which produces many 

trials of planned behavior per session, allowing the experimental toolkit available for use 

in trial-by-trial tasks for rodents to be applied to the study of planning. We take 

advantage of one part of this toolkit to address a perennially controversial issue in 

planning research: the role of the dorsal hippocampus. Although prospective 

representations in the hippocampus have been proposed to support model-based planning, 

intact planning in hippocampally damaged animals has been observed in a number of 

assays. Combining formal algorithmic behavioral analysis with muscimol inactivation, 

we provide the first causal evidence directly linking dorsal hippocampus with planning 

behavior. The results reported, and the methods introduced, open the door to new and 

more detailed investigations of the neural mechanisms of planning, in the hippocampus 

and throughout the brain.  

Introduction 

Imagine a game of chess. As the players think about their next moves, they consider 

the outcome each action would have on the board, as well as the opponent’s likely reply. 

The players’ knowledge of the board and the rules constitutes an internal model of chess, 

a knowledge structure that links actions to their likely outcomes. The process of using 

such an “action-outcome” model to inform behavior is defined within reinforcement 

learning theory as the act of planning (Sutton & Barto 1998). We will follow this 

definition here. Planning, so defined, has been an object of scientific investigation for 

many decades and in many subfields, and the resulting studies have generated important 

insights into the planning abilities of both humans and other animals (Tolman 1948; 

Dolan & Dayan 2013; Balleine & O’Doherty 2010; Daw et al. 2005). However, despite 

such progress, the neural mechanisms that underlie planning remain frustratingly obscure. 

One important reason for this continuing uncertainty lies in the behavioral assays that 

have traditionally been employed. Until recently, our understanding of the neural 

mechanisms of  planning (Tolman 1948; Brogden 1939; Hammond 1980; Adams & 

https://paperpile.com/c/nnWnoY/MASbs
https://paperpile.com/c/nnWnoY/kfo9+ybw6+6f1Yn+HBwn
https://paperpile.com/c/nnWnoY/kfo9+ybw6+6f1Yn+HBwn
https://paperpile.com/c/nnWnoY/kfo9+JWV5+jvSi+1aWB
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Dickinson 1981) has been informed largely by behavioral tests (such as outcome 

devaluation) in which the subject is put through a sequence of training stages and then 

makes just one single decision to demonstrate planning (or an absence thereof). The same 

animal can be tested multiple times (Hilário et al. 2007), but at most one behavioral 

measure of planning is obtained per session. Seminal studies using these assays have 

established the relevance of several neural structures (Balleine & O’Doherty 2010; Dolan 

& Dayan 2013), and they continue to be fundamental for many experimental purposes. 

But these assays are constrained by the fact that they elicit only a small number of 

planned decisions per experiment. In an important recent breakthrough, new tasks have 

been developed that lift this constraint (Daw et al. 2011; Simon & Daw 2011; 

Wunderlich, Dayan, et al. 2012; Lee et al. 2014),  allowing the collection of many 

repeated trials of planned behavior. The new tasks provide an important complement to 

existing behavioral assays, promising to allow both a detailed evaluation of competing 

models as well as new opportunities for experiments investigating the neural mechanisms 

of planning. However, these tasks have so far been applied only to human subjects, 

limiting the range of experimental techniques which can be employed.  

In the present work, we adapted for rats a multi-trial decision task from a recent 

influential line of research in humans (Daw et al. 2011). Using behavioral data from a 

first experiment, we conducted a set of detailed computational analyses, in order to 

confirm that rats, like humans, employ model-based planning to solve the task. In a 

second experiment, taking advantage of the opportunity to employ causal neural 

techniques not available in humans, we used the task to address an important open 

question in the neuroscience of planning: the role of the dorsal hippocampus.  

A long-standing theory of hippocampal function holds that it represents a “cognitive 

map” of physical space used in support of navigational decision-making (O’Keefe & 

Nadel 1978). Classic experiments demonstrate behavioral impairments on navigation 

tasks resulting from hippocampal damage (Packard & McGaugh 1996; Morris et al. 

1982), as well as the existence of “place cells” which both encode locations in space 

(O’Keefe & Dostrovsky 1971) and “sweep out” potential future paths at multiple 

timescales (Johnson & Redish 2007; Wikenheiser & Redish 2015; Diba & Buzsáki 2007; 

Pfeiffer & Foster 2013). These findings have given rise to computational accounts of 

hippocampal function that posit a key role for the region in model-based planning (Koene 

et al. 2003; Johnson et al. 2007; Foster & Knierim 2012; Pezzulo et al. 2014). However, 

support for these theories from experiments employing causal manipulations has been 

equivocal.  Studies of both spatial navigation and instrumental conditioning have shown 

intact action-outcome behaviors following hippocampal damage (Kimble & BreMiller 

1981; Kimble et al. 1982; Corbit & Balleine 2000; Corbit et al. 2002; Ward-Robinson et 

al. 2001; Gaskin et al. 2005). At the same time, tasks requiring relational memory do 

show intriguing impairments following hippocampal damage (Bunsey & Eichenbaum 

1996; Dusek & Eichenbaum 1997; Van der Jeugd et al. 2009; Devito & Eichenbaum 

2011). The latter tasks assay whether behavior is guided by knowledge of relationships 

between stimuli (stimulus-stimulus associations), which plausibly involve similar 

representations and structures as the action-outcome associations that underlie planning, 

but they do not focus on action-outcome associations specifically. Here, with the two-step 

task, our focus is on these latter types of associations. 

https://paperpile.com/c/nnWnoY/kfo9+JWV5+jvSi+1aWB
https://paperpile.com/c/nnWnoY/lFwCd
https://paperpile.com/c/nnWnoY/6f1Yn+ybw6
https://paperpile.com/c/nnWnoY/6f1Yn+ybw6
https://paperpile.com/c/nnWnoY/UhE1+vuAP+4dSR+STcij
https://paperpile.com/c/nnWnoY/UhE1+vuAP+4dSR+STcij
https://paperpile.com/c/nnWnoY/UhE1
https://paperpile.com/c/nnWnoY/DtcZj
https://paperpile.com/c/nnWnoY/DtcZj
https://paperpile.com/c/nnWnoY/wpxab+i061R
https://paperpile.com/c/nnWnoY/wpxab+i061R
https://paperpile.com/c/nnWnoY/IDCcQ
https://paperpile.com/c/nnWnoY/z3pD5+iaNRE+7sZCL+883Od
https://paperpile.com/c/nnWnoY/z3pD5+iaNRE+7sZCL+883Od
https://paperpile.com/c/nnWnoY/SKzGW+h9tf6+ZXgQU+nV96Q
https://paperpile.com/c/nnWnoY/SKzGW+h9tf6+ZXgQU+nV96Q
https://paperpile.com/c/nnWnoY/PzScH+0MZDh+SqyWw+HQ2d1+ok2B4+A4Cv7
https://paperpile.com/c/nnWnoY/PzScH+0MZDh+SqyWw+HQ2d1+ok2B4+A4Cv7
https://paperpile.com/c/nnWnoY/PzScH+0MZDh+SqyWw+HQ2d1+ok2B4+A4Cv7
https://paperpile.com/c/nnWnoY/rFh8G+rzAfg+BN6BV+Pe6Cl
https://paperpile.com/c/nnWnoY/rFh8G+rzAfg+BN6BV+Pe6Cl
https://paperpile.com/c/nnWnoY/rFh8G+rzAfg+BN6BV+Pe6Cl
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Using rats performing the two-step task, we performed reversible inactivation 

experiments in both dorsal hippocampus (dH) and in orbitofrontal cortex (OFC), a brain 

region widely implicated in model-based control in traditional assays (Jones et al. 2012; 

Gallagher et al. 1999; McDannald et al. 2011; Gremel & Costa 2013). The repeated-trials 

nature of the task allows us to use computational modeling to identify a set of separable 

behavioral patterns (such as model-based planning versus model-free control) which 

jointly explain observed behavior, and to quantify the relative strength of each pattern. 

We find that the behavior of our animals is dominated by a pattern consistent with model-

based planning, with important influences of simpler patterns including novelty aversion, 

perseveration, and bias. The model-based pattern is selectively impaired by inactivation 

of OFC or dH, while other behavioral patterns are unaffected.  

Importantly, model-based planning depends on a number of computations – 

behaviorally observed planning impairments might be caused by impairments to the 

planning process itself or instead by impairments to learning and memory processes upon 

which planning depends. Computational modeling analysis indicates that our effects are 

not well-described as an impairment in learning or memory in general, but as a specific 

attenuation of model-based behavior. We therefore conclude that these regions either 

perform computations integral to the planning process itself (i.e. use of the action-

outcome model to inform choice) or represent inputs that are used specifically by the 

planning process. This provides what is, to our knowledge, the first causal evidence that 

disabling the dorsal hippocampus impairs model-based planning behavior.  

Results 

We trained rats to perform a multi-trial decision making task (Daw et al. 2011) 

adapted from the human literature on model-based control (Fig. 1), where it is widely 

referred to as the ‘two-step task.’ The two-step task is designed to distinguish model-

based versus model-free behavioral strategies. In the first step of this task, the rat chooses 

between two available choice ports, each of which will lead to one of two reward ports 

becoming available with probability 80% (common transition), and to the other reward 

port with probability 20% (uncommon transition). In the second step of the task, the rat 

does not have a choice, but is instead instructed as to which reward port has become 

available, enters it, and either receives or does not receive a water reward. Reward ports 

differ in the probability with which they deliver reward, and reward probability changes 

at unpredictable intervals (see Methods). Optimal performance requires learning which 

reward port currently has the higher reward probability, and selecting the choice port 

more likely to lead to that port. This requires using knowledge of the likely outcomes that 

follow each possible chosen action – that is, it requires planning.  

Rats performed the two-step task in a behavioral chamber outfitted with six nose ports 

arranged in two rows of three (Fig. 1). Choice ports were the left and right side ports in 

the top row, and reward ports were the left and right side ports in the bottom row. Rats 

initiated each trial by entering the center port on the top row, and then indicated their 

choice by entering one of the choice ports. This resulted in an auditory stimulus playing, 

which indicated which of the two reward ports was about to become available. Before the 

reward port became available, however, the rat was required to enter the center port on 

https://paperpile.com/c/nnWnoY/D7d4G+QBzw8+y5A0f+Oxa4
https://paperpile.com/c/nnWnoY/D7d4G+QBzw8+y5A0f+Oxa4
https://paperpile.com/c/nnWnoY/UhE1
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the bottom row. This was done in order to keep motor acts relatively uniform across 

common and uncommon trial types. For some animals, the common transition from each 

choice port led to the reward port on the same side (as in Figure 1A; common-congruent 

condition), while for others, it led to the reward port on the opposite side (common-

incongruent). The transition probabilities for a particular animal were kept fixed 

throughout that animal’s entire experience with the task. These probabilities are therefore 

likely to be stable features of internal mappings from actions to their likely outcomes, i.e., 

stable features of subjects’ internal models of the world.  

We trained 21 rats to perform the two-step task in daily behavioral sessions (n=1959 

total sessions), using a semi-automated training pipeline which enabled us to run large 

numbers of animals in parallel with minimal human intervention (see Methods, 

Behavioral Training Pipeline). This formalization of our training procedure into a 

software pipeline should also facilitate efforts to replicate our task in other labs, since the 

pipeline can readily be downloaded and identically re-run. 

 

Figure 1: Two-Step DecisionTask for Rats. A) Structure of a single trial of the two-step task. 

i) Top center port illuminates to indicate trial is ready, rat enters it to initiate the trial. ii) Choice 

ports illuminate, rat indicates decision by entering one of them. iii) Probabilistic transition takes 

place, with probability depending on the choice of the rat. Sound begins to play, indicating the 

outcome of the transition. iv) Center port in the bottom row illuminates, rat enters it. v) The 

appropriate reward port illuminates, rat enters it. vi) Reward is delivered with the appropriate 

probability. B) Photograph of behavioral apparatus, consisting of six nose-ports with LEDs and 

infrared beams, as well as a speaker mounted in the rear wall. C) Example behavioral session. 

Rightward choices are smoothed with a 10-trial boxcar filter. At unpredictable intervals, reward 

probabilities at the two ports flip synchronously between high and low. Rats adapt their choice 

behavior accordingly. D) Choice data for all rats. The fraction of trials on which the rat selected 

the choice port whose common (80%) transition led to the reward port with currently higher 
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reward probability, as a function of the number of trials that have elapsed since the last reward 

probability flip.  

Two analysis methods to characterize behavior and quantify planning 

Although optimal performance in the two-step task requires a model-based strategy, 

good performance can be achieved by both model-based and model-free strategies, with 

similar reward rates (Supp Fig 1). Critically, however, these two types of strategies can 

be distinguished by the patterns of choices made by the subject (Daw et al. 2011). Model-

free strategies tend to repeat choices that ultimately resulted in reward, and to avoid 

choices that led to reward omission, regardless of whether the transition after the choice 

was a common or an uncommon one. This is because model-free strategies, by definition, 

do not use knowledge of action-outcome probabilities. In contrast, model-based planning 

strategies, which do use knowledge of the causal structure of the environment, are 

sensitive to whether the transition following a choice was a common or an uncommon 

one. Thus, after an uncommon transition, model-based strategies tend to avoid choices 

that led to a reward, because the best way to reach the rewarding port again is through the 

common transition that follows the opposite choice. Similarly, again after an uncommon 

transition, model-based strategies tend to repeat choices that led to a reward omission, 

because the best way to avoid the unrewarding port is through the common transition 

likely to occur after repeating the choice. Both of these patterns are in contrast to model-

free strategies. Following this logic, Daw et al. (2011) examined  how humans’ choices in 

a given trial depend on the immediately previous trial, and concluded that humans appear 

to use a mixture of model-based and model-free strategies(Daw et al. 2011). 

To assess the extent to which rat subjects were using a model-based strategy, we 

extended the analysis of Daw et al. (2011), which considered the influence of the 

immediately preceding trial on present-trial behavior, to now use information from 

multiple trials in the past. We have shown separately that that this many-trials-back 

approach is robust to some potential artifacts  that are an issue for the one-trial-back 

approach (one of which, for example, would be due to slow learning rates; Miller, Brody, 

and Botvinick, 2016, bioRxiv). The many-trials-back approach consists of a logistic 

regression model that predicts the probability with which a rat will select the left or the 

right choice port on a particular trial, given the history of recent trials. A trial that 

occurred τ trials ago can be one of four types: common-rewarded, uncommon-rewarded, 

common-omission, and uncommon-omission. For each τ, each of these trial types is 

assigned a weight (βCR(τ), βUR(τ), βCO(τ), βUO(τ) respectively). Positive weights 

correspond to greater likelihood to make the same choice that was made on a trial of that 

type which happened τ trials in the past, while negative weights correspond to greater 

likelihood to make the other choice. The weighted sum of past trials’ influence then 

dictates choice probabilities (see Methods, Behavior Analysis, equation one). This model 

contains one hyperparameter, T, giving the number of past trials τ that will be considered. 

Larger values of T allow the model to consider longer time dependence in behavior, at the 

expense of adding additional model complexity. We found that for our rats, increasing T 

beyond 5 resulted in negligible increases in quality of fit (Figure S2). For each subject, 

we used maximum likelihood fitting to find the model weights that best matched that 

subject’s choices. The resulting model weights quantify the subject’s tendency to choose 

the same choice port that it has selected in the past vs. choose the other port, as a function 

https://paperpile.com/c/nnWnoY/UhE1
https://paperpile.com/c/nnWnoY/UhE1


27 

 

of the number of intervening trials, the choice made (left vs. right port), the first-step 

outcome (common vs. uncommon transition), and the second-step outcome (reward vs. 

omission). Importantly, because model-free strategies do not distinguish between 

common and uncommon transitions, model-free strategies will tend to have βCR ≈ βUR 

and βCO ≈ βUO. In contrast, model-based strategies tend to change their behavior in 

different ways following common versus uncommon transitions, and will therefore have 

βCR > βUR and βCO < βUO.  

 

Figure 2: Behavior Analysis Overview. A) Results of the trial-history regression analysis 

applied to simulated data from a model-based planning agent, and from (B) a model-free 

temporal difference learning agent. C) Results of the analysis applied to data from an example rat. 

D) Model-free and planning indices computed from the results of the regression analysis, shown 

for all rats in the dataset.  

Applying this approach to synthetic data from artificial reinforcement learning agents 

using planning-based or model-free strategies (see Methods: Synthetic Behavioral Data) 

yields the expected patterns (Fig. 2A,B). For the planning agent (Fig. 2A), trials with 

common (solid) and uncommon (dashed) transitions have opposite effects on the current 

choice (compare blue solid versus blue dashed lines, and compare red solid versus red 

dashed). In contrast, for the model-free agent (Fig. 2B), common and uncommon 

transitions have the same effect (solid and dashed lines overlap), and only reward versus 

reward omission is important (red versus blue curves). Figure 2C shows the result of 
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fitting the regression model to data from an example rat. The behavioral patterns 

observed are quite similar to those expected of a model-based agent (compare 2A to 2C).   

We applied the above regression analysis to the behavior of each rat in our dataset 

(Figure S3) to reveal the nature of each animal’s choice strategy. To quantify the overall 

extent to which each rat’s dataset showed evidence of a planning vs. a model-free 

strategy, we defined a “planning index” and a “model-free index” by summing over the 

regression weights consistent with each pattern (see Fig. 2; Methods, Behavior Analysis). 

We have found that these measures provide a more reliable guide to behavioral strategy 

than standard measures, which consider only the immediately previous trial (see Miller, 

Brody, & Botvinick, 2016, bioRxiv, for details). We found that trained rats 

overwhelmingly showed large positive planning indices (see Figure 2; mean over rats: 

4.2, standard error 0.3), and small positive model-free indices (mean: 0.6, standard error 

0.1), strongly suggesting that they had adopted a planning strategy. We also found that 

movement times from the bottom center port to the reward port were faster for common 

vs. uncommon transition trials (average median movement time 700 ms for common and 

820 ms for uncommon, p < 10-5; Figure S3), further supporting the idea that rats used 

knowledge of the transition probabilities to inform their behavior. These results were 

similar between rats in the common-congruent condition (common outcome for each 

choice port is the reward port on the same side, as in Figure 1A) and those in the 

common-incongruent condition (common outcome is the port on the opposite side; 

p>0.2). 

This regression analysis also revealed first, that there is substantial rat-by-rat 

variability (Figure 3A, top panel), and second, that there are important deviations from 

the predicted model-based pattern (Figure 3A; Figure S4). For example, the rat in the top 

left panel of Fig. 3A (same rat as in Fig. 2C) shows the overall pattern of regression 

weights expected for a model-based strategy, but in addition all weights are shifted 

slightly in the positive direction (i.e. the “repeat choice” direction). This particular rat’s 

behavior can thus be succinctly described as a combination of a model-based strategy 

plus a tendency to repeat choices; we refer to the latter behavioral component as 

“perseveration”. Many other behavior components are also possible, including win-

stay/lose-switch, response bias, and others. While the regression analysis’ rich and 

relatively theory-neutral description of each rat’s behavioral patterns is useful for 

identifying such deviations from a purely model-based strategy, it is limited in its ability 

to disentangle the extent to which each individual deviation is present in a dataset. The 

regression analysis suffers from several other disadvantages as well – it requires a 

relatively large number of parameters (21 weights for a model with T=5), and it is 

implausible as a generative account of the computations used by the rats to carry out the 

behavior (requiring an exact memory of the past five trials). We therefore turned to a 

complementary analytic approach: trial-by-trial model fitting using mixture-of-agents 

models.  

Mixture-of-agents models provide both more parsimonious descriptions of each rat’s 

dataset (involving fewer parameters) and more plausible hypotheses about the underlying 

generative mechanism. Each model comprises a set of agents, each deploying a different 

choice strategy. Rats’ observed choices are modeled as reflecting the weighted influence 

of these agents, and fitting the model to the data means setting these weights, along with 
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other parameters internal to the agents, so as to best match the observed behavior. We 

limited the memory associated with each agent to only a single scalar variable (in contrast 

to the exact five-trial memory of the regression model) greatly increasing the biological 

plausibility of each agent. This also makes the mixture models far less flexible than the 

full regression model. Despite this, we nevertheless found that a mixture-of-agents model 

could account very well for the rats’ behavior (compare top row to bottom row, Fig. 3A). 

We found that a good qualitative match to rats’ behavior could be achieved with a 

mixture of only four simple agents, representing four patterns – we call these patterns 

planning, choice perseveration, novelty preference, and choice bias (Figure 3A; Figure 

S4). The four agents implementing these four patterns were a model-based reinforcement 

learning agent (planning), an agent which repeated the previous trial’s choice 

(perseveration), an agent which repeated or avoided choices which led to a common vs. 

an uncommon transition (novelty preference), and an agent which prefered the left or the 

right choice port on each trial (choice bias; see Methods, Behavioral Models). In all, this 

model contained five free parameters: four mixing weights, �plan, �np, �persev, and �bias, 

associated with each of the four agents, as well as a learning rate, �plan, internal to the 

planning agent. This mixture-of-agents model was fit to individual rats’ datasets using 

maximum a posteriori fitting under weakly informative priors (see Methods, Behavioral 

Model Fitting). We arrived at these four particular patterns as the necessary components 

because removing any of the four agents from the mixture resulted in a large decrease in 

quality of fit (assessed by cross-validated likelihood: Fig 3B, red; Methods, Model 

Comparison), and because adding a variety of other additional patterns (model-free 

reinforcement learning, model-based and model-free win-stay/lose-switch, transition 

learning, or all of the above; Methods, Behavioral Models) resulted in only negligible 

improvements (Fig 3B, green). Substituting an alternate learning mechanism based on 

Hidden Markov Models into the planning agent also resulted in a negligible change 

(Fig3B, blue; Methods, Behavioral Models), and we do not consider the HMM learner 

further. We found that the mixture model performed similarly in quality of fit to the 

regression-based model, for all but a minority of rats (Fig 3B, blue). We computed 

normalized mixing weights for each agent for each rat, quantifying the extent to which 

the behavior of that rat was driven by the influence of that agent, with all other agents 

taken into account (Fig 3C). The planning agent earned the largest mixing weight for 

each rat, indicating that model-based planning is the dominant component of behavior on 

our task. Taken together, these findings indicate that this mixture model is an effective 

tool for quantifying patterns present in our behavioral data, and that well-trained rats on 

the two-step task adopt a strategy dominated by model-based planning. However, rats 

also exhibit perseveration, novelty preference, and bias. 
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Figure 3: Model-Fitting Analysis. A) Results of the trial-history regression analysis applied to 

data from three example rats (above) and simulated data produced by the agent model with 

parameters fit to the rats (below) B) Change in quality of fit resulting from removing (red) or 

adding (green) components to the reduced behavioral model. C) Normalized mixture weights 

resulting from fitting the model to rats' behavior 

Pharmacological inactivation of hippocampus or orbitofrontal cortex impairs 

planning 

In the next phase of this work, we took advantage of the regression analysis and the 

mixture-of-agents model as computational tools for examining the causal contribution of 

OFC and dH on particular components of behavior. We implanted six well-trained rats 

with infusion cannulae bilaterally targeting each region, and used these cannulae to 

perform reversible inactivations, infusing the GABA-A agonist muscimol  (a 

pharmacological agent that silences neural activity for a period of many hours; Krupa et 

al. 1999; Martin 1991), then allowing the animals to recover for a short time before 

placing them in the behavioral chamber to perform the task (see Methods, Inactivation 

Experiments). We compared behavior during muscimol sessions to behavior during 

control sessions performed the day before and after inactivation, as well as to sessions in 

which we infused saline into the target regions (see Figures S5 and S6). We computed the 

regression-based planning index for each rat (as in Fig. 2), and found that inactivation of 

either region substantially reduced the magnitude of the planning index relative to each 

region’s control sessions (Figure 4; OFC p=0.001, dH p=0.01, see Methods, Analysis of 

Inactivation Data), as well as to pooled saline sessions (OFC p=0.004, dH, p=0.04). We 

found no effect of either inactivation on the model-free index (all p > 0.5).  The impact of 

inactivation on model-based behavioral patterns was not simply due to an overall 

https://paperpile.com/c/nnWnoY/gkNio+mcKrr/?prefix=a%20pharmacological%20agent%20that%20silences%20neural%20activity%20for%20a%20period%20of%20many%20hours%3B,
https://paperpile.com/c/nnWnoY/gkNio+mcKrr/?prefix=a%20pharmacological%20agent%20that%20silences%20neural%20activity%20for%20a%20period%20of%20many%20hours%3B,
https://paperpile.com/c/nnWnoY/gkNio+mcKrr/?prefix=a%20pharmacological%20agent%20that%20silences%20neural%20activity%20for%20a%20period%20of%20many%20hours%3B,
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reduction of the modulation of past trials on current trial choices: we computed the 

aggregate main effect of past choices on future choices (�CR + �UR + �CO + �UO) for 

each rat for each type of session, and found that this feature of the data was insensitive to 

inactivation of either region (Figure 4b; OFC p=0.4, dH p=0.7). Together, these results 

suggest that inactivation of OFC or dH reduces the extent to which behavior shows 

evidence of planning, but does not affect evidence for perseveration or model-free 

patterns. 

 

Figure 4: Effects of Muscimol Inactivation. A) Planning index and model-free index for 

implanted rats performing the task on OFC inactivation sessions (green), dH inactivation sessions 

(red) and pooled saline infusions (blue; pooled for display). Inactivation of either region 

significantly decreases the planning index. Error bars show mean across rats and standard error. 

B) Main effect of past choice on future choice during the same sessions (saline session unpooled). 

Inactivation has no significant effect on this measure. Error bars show mean across rats and 

standard error. C) Results of the same/other regression analysis applied to data from an example 

rat on saline sessions (left), OFC infusions (middle), and dH infusions (right). D) Average over 

all rats of the results of the same/other regression analysis.  

To determine the extent to which these muscimol-induced behavioral changes were 

specific to planning, we applied our mixture-of-agents model to the inactivation datasets 

(Figure 5A; Methods, Modeling Inactivation Data). To make the most efficient use of our 

data, we adopted a hierarchical modeling approach(Aarts et al. 2014; Gelman et al. 

2013), simultaneously estimating parameters for both each rat individually as well as the 

population of rats as a whole. For each rat, we estimated the mixture-of-agents model 

https://paperpile.com/c/nnWnoY/QE0Zc+d9beg
https://paperpile.com/c/nnWnoY/QE0Zc+d9beg
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parameters (�plan, �plan, �np, �persev, and �bias) for both control and inactivation sessions. 

For the population, we estimated the distribution of each of the rat-level parameters 

across animals, as well as the effect of inactivation on each parameter. Our population-

level parameters were subject to weakly informative priors(Gelman et al. 2013) 

embodying the belief that infusion would most likely have little or no effect on 

behavioral parameters, and that any effect was equally likely to be positive or negative. 

To perform Bayesian inference with this model, we conditioned it on the observed 

datasets and used Hamiltonian Markov Chain Monte Carlo to estimate the posterior 

distribution jointly over all model parameters (see Methods, Modeling Inactivation Data; 

Figures S8 and S9). We summarize this distribution by reporting the median over each 

parameter, taking this as our estimate for that parameter. Estimates for parameters 

governing behavior on control sessions were similar to those produced by fitting the 

model to unimplanted rats (compare Figures 5B and 4C). Estimates for parameters 

governing the effect of inactivation on performance suggested large and consistent effects 

on the planning parameter �plan, with weak and/or inconsistent effects on other 

behavioral components. To test whether inactivation produced significant effects on 

behavior that generalize to the population of rats, we compute for each population-level 

parameter the fraction of the posterior in which that parameter has the opposite sign as 

the median – the Bayesian analogue of a p-value.  We found that this value was small 

only for the parameter corresponding to the planning weight (�plan; OFC, p = 0.01; dH, p 

= 0.01), and was large for all other parameters (all p > 0.1). To determine whether this 

was robust to tradeoff in parameter estimates between �plan and other parameters, we 

inspected plots of the density of posterior samples as a function of several parameters at 

once. Figure 5C shows a projection of this multidimensional density onto axes that 

represent the change in �plan (planning agent’s weight) and the change in  �plan (planning 

agent’s learning rate) due to the infusion. We found that no infusion-induced change in 

�plan would allow a good fit to the data without a substantial reduction in the �plan 

parameter (all of the significant density is below the “effect on �plan =  0” axis). We find 

similar robustness with respect to the other population-level parameters (Figure 10).  

To test the hypothesis that the effects of inactivation were specific to planning, rather 

than a more general effect on learning or memory,  we constructed several variants of our 

model and compared them to one another using cross-validation. The first of these was a 

model in which inactivation was constrained to have equal effect on �plan, �np, and 

�persev, scaling each toward zero by an equal factor, to simulate a global effect of 

inactivation on memory. The second was a model in which inactivation affected only the 

influence of outcomes which occurred two or more trials in the past, to simulate an effect 

specifically on memory for more remote past events. The third was a combination of 

these two, allowing inactivation to have different effects on the recent and the remote 

past, but constraining it to affect all agents equally. We found that in all cases model 

comparison strongly dispreferred these alternative models, favoring a model in which 

inactivation has different effects on different components of behavior (log posterior 

predictive ratio of 42, 56, and 47 for OFC in the first, second, and third alternative 

models; lppr of 26, 43, and 26 for dH; see Methods, Inactivation Model Comparison).  

Taken together, these findings indicate that both OFC and dH play particular roles in 

supporting particular behavioral patterns, and that both play a specific role in model-

https://paperpile.com/c/nnWnoY/d9beg
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based planning behavior. We find no evidence that either region plays a consistent role in 

supporting any behavioral component other than planning. 

 

Figure 5: Effects of Muscimol Inactivation on Mixture Model Fits. A) Schematic showing 

hierarchical Bayesian framework for using the agent model for parameter estimation. Each rat is 

characterized by a set of control parameters governing performance in saline sessions, as well as a 

set of infusion effect parameters governing the change in behavior following infusion. The 

population of rats is characterized by the means and standard deviations of each of the rat-level 

parameters. These population parameters are subject to weakly informative priors. B) Parameter 

estimates produced by the hierarchical Bayesian model for population parameters. Column one 

(blue) shows parameters governing behavior on saline sessions. Columns two and three (orange 

and red) show parameters governing the change in performance due to OFC or dH inactivation. In 

columns two and three, asterisks indicate parameters for which 95% or more of the posterior 

distribution shares the same sign. C) Posterior belief distributions produced by the model over the 

parameters governing the effect of inactivation on planning weight (βplan) and learning rate(αplan). 

Discussion 

We report the first successful adaptation of the two-step task – a repeated-trial, multi-

step decision task widely used in human research – to rodents. This development, along 

with parallel efforts in other labs (Miranda, Malalasekera, Dayan, & Kennerly, 2013, 

Society for Neuroscience Abstracts; Akam, Dayan, & Costa, 2013, Cosyne Abstracts; 

Groman, Chen, Smith, Lee, & Taylor, 2014, Society for Neuroscience Abstracts; Hasz & 

Redish, 2016, Society for Neuroscience Abstracts), provides a broadly applicable tool for 

investigating the neural mechanisms of planning. While previously existing planning 

tasks for rodents are well-suited to identifying the neural structures involved, and have 

the advantage of exposing for study the process of model learning itself, the two-step task 

provides complementary advantages by eliciting many planned decisions in each 

behavioral session, opening the door to a wide variety of new experimental designs. 

These designs include those employing neural recordings to characterize the neural 

correlates of planning, as well as those, like ours, employing trial-by-trial analysis to 

separately quantify the relative influence of planning vs. other behavioral strategies. 

Analysis of choice behavior on our task reveals a dominant role for model-based 

planning. Our rats also reveal knowledge of action-outcome contingencies in their 

movement times (Figure S3), making it unlikely that they are using any non-planning 

strategy, including one which might use an alternative state space to allow it to mimic 

model-based choice (Akam et al. 2015; see supplementary discussion for details on such 

https://paperpile.com/c/nnWnoY/stZeo/?suffix=%3B%20see%20supplementary%20discussion%20for%20details%20on%20such%20strategies
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strategies). Strikingly, our analysis reveals little or no role for model-free reinforcement 

learning, in contrast with the performance of human subjects on the same task (Daw et al. 

2011; Smittenaar et al. 2013; Otto, Gershman, et al. 2013; Wunderlich, Smittenaar, et al. 

2012). One possible reason for this is the extensive experience our rat subjects have with 

the task – human subjects given several sessions of training tend, like our rats, to adopt a 

predominantly model-based strategy (Economides et al. 2015). These data stand in 

tension with theoretical accounts suggesting that model-based control is a slower, more 

costly, or less reliable alternative to model-free, and should be avoided in situations 

where it does not lead to a meaningful increase in reward rates (Daw et al. 2005; 

Keramati et al. 2011). They are in accord with data showing that human subjects adopt 

model-based strategies even when this does not result in an increase in reward rate (Kool 

et al. 2016).  Together, these data may suggest that model-based control may be a default 

decision-making strategy adopted in the face of complex environments.  

We found that reversible inactivation of orbitofrontal cortex selectively impaired 

model-based choice, consistent with previous work indicating causal roles for this region 

in model-based control in rodents (McDannald et al. 2011; Jones et al. 2012; Gallagher et 

al. 1999; Gremel & Costa 2013) and monkeys (Izquierdo et al. 2004; Machado & 

Bachevalier 2007), as well as theoretical accounts positing a role for this structure in 

model-based processing and economic choice (Padoa-Schioppa 2011; Schoenbaum et al. 

2009; Wilson et al. 2014). That we observe similar effects in the rat two-step task is an 

important validation of this behavior as an assay of planning in the rat. It is important to 

note that not all accounts of OFC’s role in model-based processing are consistent with a 

causal role in instrumental choice (Ostlund & Balleine 2007). Our findings here are 

therefore not merely confirmatory, but also help adjudicate between competing accounts 

of orbitofrontal function.  

Inactivation of dorsal hippocampus also selectively impaired model-based control, 

leaving other behavioral patterns unchanged. This finding offers the first direct causal 

demonstration of a long-hypothesized role for hippocampus in model-based planning 

behavior. Long-standing theories of hippocampal function (O’Keefe & Nadel 1978) hold 

that the hippocampus represents a “cognitive map” of physical space, including the 

spatial relationships between objects and obstacles, and that this map is used in 

navigational planning. Classic causal data indicate that hippocampus is necessary for 

tasks that require navigation (Packard & McGaugh 1996; Morris et al. 1982), but do not 

speak to the question of its involvement specifically in planning. Such data are consistent 

with theoretical accounts in which hippocampus provides access to abstract spatial state 

information (i.e., location) as well as abstract spatial actions (e.g. “run south,” 

independent of present orientation; Foster et al. 2000). This information might be used 

either by a strategy based on action-outcome associations (i.e., a planning strategy), or on 

stimulus-response associations (a model-free strategy). An example of this comes from 

experiments using the elevated plus-maze (Packard & McGaugh 1996), in which a rat 

with an intact hippocampus might adopt a strategy of running south at the intersection, 

independent of starting location, either because it knows that this action will lead to a 

particular location in the maze (planning) or because it has learned a stimulus-response 

mapping between this location and this spatial action. A related literature argues that the 

hippocampus is important for working memory (Olton et al. 1979), citing hippocampal 

https://paperpile.com/c/nnWnoY/stZeo/?suffix=%3B%20see%20supplementary%20discussion%20for%20details%20on%20such%20strategies
https://paperpile.com/c/nnWnoY/UhE1+fVrEP+jmpLq+kNyYq
https://paperpile.com/c/nnWnoY/UhE1+fVrEP+jmpLq+kNyYq
https://paperpile.com/c/nnWnoY/UhE1+fVrEP+jmpLq+kNyYq
https://paperpile.com/c/nnWnoY/0UXSe
https://paperpile.com/c/nnWnoY/HBwn+JVvPh
https://paperpile.com/c/nnWnoY/HBwn+JVvPh
https://paperpile.com/c/nnWnoY/RQ8H3
https://paperpile.com/c/nnWnoY/RQ8H3
https://paperpile.com/c/nnWnoY/y5A0f+D7d4G+QBzw8+Oxa4
https://paperpile.com/c/nnWnoY/y5A0f+D7d4G+QBzw8+Oxa4
https://paperpile.com/c/nnWnoY/CHxvJ+Jts5s
https://paperpile.com/c/nnWnoY/CHxvJ+Jts5s
https://paperpile.com/c/nnWnoY/CoWn+jC1fT+qOjOe
https://paperpile.com/c/nnWnoY/CoWn+jC1fT+qOjOe
https://paperpile.com/c/nnWnoY/uLkD2
https://paperpile.com/c/nnWnoY/DtcZj
https://paperpile.com/c/nnWnoY/wpxab+i061R
https://paperpile.com/c/nnWnoY/eEmlQ/?prefix=e.g.%20%E2%80%98run%20south%2C%E2%80%99%20independent%20of%20present%20orientation%3B%20
https://paperpile.com/c/nnWnoY/eEmlQ/?prefix=e.g.%20%E2%80%98run%20south%2C%E2%80%99%20independent%20of%20present%20orientation%3B%20
https://paperpile.com/c/nnWnoY/wpxab
https://paperpile.com/c/nnWnoY/Lu8A2
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impairments in tasks such as delayed alternation (Racine & Kimble 1965) and foraging in 

radial arm mazes (Olton & Papas 1979; Olton et al. 1978), in which decisions must be 

made on the basis of recent past events. Impairments on these tasks are consistent both 

with accounts in which information about the recent past is used in model-free learning 

(i.e. generalized stimulus-response learning in which the “stimulus” might be a memory) 

as well as with accounts in which it supports action-outcome planning in particular. Here, 

we address the action-outcome question directly, finding a role for hippocampus 

specifically in planning, but not other behavioral strategies. Importantly, we find that our 

data are less well explained by models in which inactivation impairs memory in general, 

rather than planning specifically. This indicates that if the hippocampus’ role in our task 

is to support memory, then this is a particular type of memory that is specifically 

accessible for the purposes of planning. More generally, while our data demonstrate a 

deficit that is specific to planning at the level of behavior, it remains unknown whether 

this is because the hippocampus performs computations that are integral to the planning 

process per se (i.e. actively using an action-outcome model to inform choice), or instead 

performs another function that is specifically necessary to support planning (e.g. 

remembering the model of actions-to-outcomes). 

Our results are in accord with theoretical accounts which posit a role for the 

hippocampus in planning (Koene et al. 2003; Johnson et al. 2007; Foster & Knierim 

2012; Pezzulo et al. 2014), but stand in tension with data from classic causal experiments. 

These experiments have demonstrated intact action-outcome behaviors following 

hippocampal damage in a variety of spatial and non-spatial assays. One prominent 

example is latent learning, in which an animal that has previously been exposed to a 

physical maze learns to navigate a particular path through that maze more quickly than a 

naive animal – whether or not it has an intact hippocampus (Kimble & BreMiller 1981; 

Kimble et al. 1982; Gaskin et al. 2005). Hippocampal damage also has no impact on 

classic assays of an animal’s ability to infer causal structure in the world, including 

contingency degradation, outcome devaluation, and sensory preconditioning (Corbit & 

Balleine 2000; Corbit et al. 2002; Ward-Robinson et al. 2001). A comparison of these 

assays to our behavior reveals one potentially key difference: only the two-step task 

requires the chaining together of multiple action-outcome associations. Outcome 

devaluation, for example, requires one A-O association (e.g. lever–food), as well as the 

evaluation of an outcome (food–utility). Our task requires two A-O associations (e.g. top-

left poke – bottom-right port lights; bottom-right poke – water) as well an evaluation 

(water–utility). This difference suggests one possible resolution: perhaps the 

hippocampus is necessary specifically in cases where planning requires linking actions to 

outcomes over multiple steps. This function may be related to the known causal role of 

hippocampus in relational memory tasks (Bunsey & Eichenbaum 1996; Dusek & 

Eichenbaum 1997), which require chaining together multiple stimulus-stimulus 

associations. It may also be related to data indicating a role in second-order classical 

conditioning (Gilboa et al. 2014) and as well as in first-order conditioning specifically 

when CS and US are separated by a delay (McEchron et al. 1998; Solomon et al. 1986). 

Future work should investigate whether it is indeed the multi-step nature of the two-step 

task, rather than some other feature, that renders it hippocampally dependent.  

https://paperpile.com/c/nnWnoY/Apeiv
https://paperpile.com/c/nnWnoY/8tLna+YXIFW
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Another contentious question about the role of hippocampus regards the extent to 

which it is specialized for spatial navigation (O’Keefe 1999; Burgess 2014; Hartley et al. 

2014) as opposed to playing some more general role in cognition (Eichenbaum et al. 

1999; Buckner 2010; Eichenbaum & Cohen 2014; Schiller et al. 2015). While performing 

the two-step task does require moving through space, the key relationships necessary for 

planning on this task are non-spatial, namely the causal relationships linking first-step 

choice to second-step outcome (the spatial geometry of which was counterbalanced 

across animals). Once the first-step choice was made, lights in each subsequent port 

guided the animal through the remainder of the trial – apart from the single initial 

left/right choice, no navigation or knowledge of spatial relationships was necessary. 

Taken together with the literature, our results suggest that multi-step planning specifically 

may depend on the hippocampus, in the service of both navigation and other behaviors. 

Model-based planning is a process that requires multiple computations. Importantly, 

our results do not reveal the particular causal role within the model-based system that is 

played by either hippocampus or OFC. An important question which remains open is 

whether these regions perform computations involved in the planning process per se (i.e. 

actively using an action-outcome model to inform choice), or instead perform 

computations which are specifically necessary to support planning (e.g. planning-specific 

forms of learning or memory). It is our hope that future studies employing the rat two-

step task, perhaps in concert with electrophysiology and/or optogenetics, will be able to 

shed light on these and other important questions about the neural mechanisms of 

planning. 
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Methods 

Subjects 

All subjects were adult male Long-Evans rats (Taconic Biosciences, NY), placed on a 

restricted water schedule to motivate them to work for water rewards. Some rats were 

housed on a reverse 12-hour light cycle, and others on a normal light cycle – in all cases, 

rats were trained during the dark phase of their cycle. Rats were pair housed during 

behavioral training and then single housed after being implanted with cannula. Animal 

use procedures were approved by the Princeton University Institutional Animal Care and 

Use Committee and carried out in accordance with NIH standards. One infusion rat was 

removed from study before completion due to health reasons – this rat did not complete 

any saline sessions.  

The number of animals used in the inactivation experiment was determined informally 

by comparison to similar previous studies and by resources available. Particular animals 

were selected for inclusion informally – they were the first three in each transition 

probability condition to complete training on the present version of the task, with high 

trial counts per session. Example animals (figures 2c 3a, and 4c) were selected on the 

basis of cleanly demonstrating effects that were consistent in the population. 

Corresponding plots for all animals can be found in supplemental figures S4 and S6. 

Behavioral Apparatus 

Rats performed the task in custom behavioral chambers (Island Motion, NY) located 

inside sound- and light-attenuated boxes (Coulborn Instruments, PA). Each chamber was 

outfitted with six “nose ports” arranged in two rows of three, and with a pair of speakers 

for delivering auditory stimuli. Each nose port contained a white light emitting diode 

(LED) for delivering visual stimuli, as well as an infrared LED and infrared 

phototransistor for detecting rats’ entries into the port. The left and right ports in the 

bottom row also contained sipper tubes for delivering water rewards. Rats were placed 

into and removed from training chambers by technicians blind to the experiment being 

run.  

Training Pipeline 

Here, we outline a procedure suitable for efficiently training naive rats on the two-step 

task. Automated code for training rats using this pipeline via the bControl behavioral 

control system can be downloaded from the Brody lab website. 

Phase I: Sipper Tube Familiarization. In this phase, rats become familiar with the 

experimental apparatus, and learn to approach the reward ports when they illuminate. 

Trials begin with the illumination of the LED in one of the two reward ports, and reward 

is delivered upon port entry. Training in this phase continues until the rat is completing 

an average of 200 or more trials per day. 

Phase II: Trial Structure Familiarization. In this phase, rats must complete all four 

actions of the complete task, with rewards delivered on each trial. Trials begin with the 

illumination of the LED in the top center port, which the rat must enter. Upon entry, one 

of the side ports (chosen randomly by the computer) will illuminate, and the rat must 

enter it. Once the rat does this, the LED in the bottom center port illuminates, and a sound 
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begins to play indicating which of the bottom side ports will ultimately be illuminated 

(according to the 80%/20% transition probabilities for that rat). The rat must enter the lit 

bottom center port, which will cause the appropriate bottom side port to illuminate. Upon 

entry into this side port, the rat receives a reward on every trial. For rats in the 

“congruent” condition, the reward port available will be on the same side as the choice 

port selected 80% of the time, while for rats in the “incongruent” condition, ports will 

match in this way 20% of the time. “Violation trials” occur whenever the rat enters a port 

that is not illuminated, and result in a five second timeout and an aversive white noise 

sound. Training in this phase continues until the rat is completing an average of 200 or 

more trials per day with a rate of violation trials less than 5%. 

Phase IIIa: Performance-Triggered Flips. In this phase, probabilistic dynamic rewards 

are introduced, and rats must learn to choose the choice port that is associated with the 

reward port which currently has higher reward probability. Trial structure is as in phase 

II, except that in 90% of trials both choice ports illuminate after the rat enters the top 

center port, and the rat must decide which choice port to enter. The rat then receives an 

auditory cue, and LED instructions to enter the bottom center port and one of the reward 

ports, as above. This phase consists of blocks, and in each block, one of the reward ports 

is “good” and the other is “bad”.  If the good reward port is illuminated, the rat will 

receive a water reward for entering it 100% of the time. If the bad reward port is 

illuminated, the rat must enter it to move on to the next trial, but no water will be 

delivered. Which reward port is good and which is bad changes in blocks, and the change 

in blocks is enabled by the rat’s performance. Each block lasts a minimum of 50 trials, 

after this, the block switch is “enabled” if the rat has selected the choice port which leads 

most often to the “good” reward port on 80% of free choices in the last 50 trials. On each 

trial after the end is enabled, there is a 10% chance per trial that the block will actually 

switch, and the reward ports will flip their roles. Phase IIIa lasts until rats achieve an 

average of three to four block switches per session for several sessions in a row. Rats 

which show a decrease in trial count during this phase can often be re-motivated by using 

small rewards (~10% of the usual reward volume) in place of reward omissions at the 

“bad” port. 

Phases IIIb and IIIc. The same as phase IIIa, except that the “good” and “bad” reward 

ports are rewarded 90% and 10%, respectively, in phase IIIb, and 80% and 20% of the 

time in phase IIIc. Block flips are triggered by the rat’s performance, as above. Each of 

these phases lasts until the rat achieves an average of two to three block changes per 

session for several sessions in a row.   

Phase IV: Final Task. The same as phase IIIc, except that changes in block are no 

longer triggered by the performance of the rat, but occur stochastically. Each block has a 

minimum length of 10 trials, after which the block has a 2% chance of switching on each 

trial. In our experience, approximately 90% of rats will succeed in reaching the final task. 

Behavior Analysis 

We quantify the effect of past trials and their outcomes on future decisions using a 

logistic regression analysis based on previous trials and their outcomes(Lau & Glimcher 

2005). We define vectors for each of the four possible trial outcomes: common-reward 

(CR), common-omission (CO), uncommon-reward (UR), and uncommon-omission (UO), 

https://paperpile.com/c/nnWnoY/mzNKm
https://paperpile.com/c/nnWnoY/mzNKm
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each taking on a value of +1 for trials of their type where the rat selected the left choice 

port, a value of -1 for trials of their type where the rat selected the right choice port, and a 

value of 0 for trials of other types. We define the following regression model: 

 

 

 

(1) 

where β cr, β co, β ur, and β uo are vectors of regression weights which quantify the 

tendency to repeat on the next trial a choice that was made τ trials ago and resulted in the 

outcome of their type, and T is a hyperparameter governing the number of past trials used 

by the model to predict upcoming choice. Unless otherwise specified, T was set to 5 for 

all analyses (see Figure S2). 

We expect model-free agents to show a pattern of repeating choices which lead to 

reward and switching away from those which lead to omissions, so we define a model-

free index for a dataset as the sum of the appropriate weights from a regression model fit 

to that dataset: 

 

  
(2) 

We expect that planning agents will show the opposite pattern after uncommon 

transition trials, since the uncommon transition from one choice is the common transition 

from the other choice. We define a planning index:  

 

  
(3) 

We test for significant model-free and planning indices using a one-sample t-test 

across rats. We test for significant differences between rats in the common-congruent and 

the common-incongruent conditions using a two-sample t-test.  

Behavior Models 

We model our rats behavior using a mixture-of-agents approach, in which each rat’s 

behavior is described as resulting from the influence of a weighted average of several 

different “agents” implementing different behavioral strategies to solve the task. On each 

trial, each agent A computes a value, QA(a), for each of the two available actions a, and 

the combined model makes a decision according to a weighted average of the various 

strategies’ values, Qtotal(a):  

 

 

 

(4) 
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where the Q’s are weighting parameters determining the influence of each agent, and 

Q(a) is the probability that the mixture-of-agents will select action a on that trial. We 

considered models consisting of subsets of the seven following agents: model-based 

temporal difference learning, model-free temporal difference learning, model-based win-

stay/lose switch, model-free win-stay/lose-switch, common-stay/uncommon-switch, 

perseveration, and bias. The “full model” consists of all of these agents, while the 

“reduced model” consists of four agents which were found to be sufficient to provide a 

good match to rat behavior. These were model-based temporal difference learning 

(without transition updating), novelty preference, perseveration, and bias. 

Model-Based Temporal Difference Learning. Model-based temporal difference 

learning is a planning strategy, which maintains separate estimates of the probability with 

which each action (selecting the left or the right choice port) will lead to each outcome 

(the left or the right reward port becoming available), T(a,o), as well as the probability, 

Rplan(o),  with which each outcome will lead to reward. This strategy assigns values to the 

actions by combining these probabilities to compute the expected probability with which 

selection of each action will ultimately lead to reward: 

 
 

(6) 

At the beginning of each session, the reward estimate Rplan(o) is initialized to 0.5 for 

both outcomes, and the transition estimate T(a,o) is initialized to the true transition 

function for the rat being modeled (0.8 for common and 0.2 for uncommon transitions). 

After each trial, the reward estimate for both outcomes is updated according to 

 

 
(7) 

where ot is the outcome that was observed on that trial, rt is a binary variable 

indicating reward delivery, and αplan is a learning rate parameter. The full model (but not 

the reduced model) also included transition learning, in which the function T(a,o) is 

updated after each outcome according to 

 

 
(8) 

where at is the action taken, and αT is a learning rate parameter.  

Model-Free Temporal Difference Learning. Model-free temporal difference learning 

is a non-planning reward-based strategy. It maintains an estimate of the value of the 

choice ports, QMF(a), as well as an estimate of the values of the reward ports, RMF(o). 

After each trial, these quantities are updated according to 
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(9) 

where αmf and λ are learning rate and eligibility trace parameters affecting the update 

process. 

Model-Free Win-Stay/Lose Switch. Win-stay lose-switch is a pattern that tends to 

repeat choices that led to rewards on the previous trial and switch away from choices that 

led to omissions. It calculates its values on each trial according to the following 

  

 
(10) 

Model-Based Win-Stay/Lose-Switch Model-based win-stay lose switch follows the 

win-stay lose-switch pattern after common transition trials, but inverts it after uncommon 

transition trials. 

 

 

 

(11) 

Novelty Preference. The novelty preference agent follows an “uncommon-

stay/common switch” pattern, which tends to repeat choices when they lead to 

uncommon transitions on the previous trial, and to switch away from them when they 

lead to common transitions. Note that some rats have positive values of the βnp parameter 

weighting this agent (novelty preferring) while others have negative values (novelty 

averse; see Fig 3C): 

 

 

 

 

(12) 

Perseveration. Perseveration is a pattern which tends to repeat the choice that was 

made on the previous trial, regardless of whether it led to a common or an uncommon 

transition, and regardless of whether or not it led to reward. 

  

 
(13) 
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Bias. Bias is a pattern which tends to select the same choice port on every trial. Its 

value function is therefore static, with the extent and direction of the bias being governed 

by the magnitude and sign of this strategy’s weighting parameter βbias. 

  

 
(14) 

Model Comparison and Parameter Estimation: Unimplanted Rats 

We implemented the model described above using the probabilistic programming 

language Stan(Stan Development Team 2016; Bob Carpenter, Andrew Gelman, Matt 

Hoffman, Daniel Lee, Ben Goodrich, Michael Betancourt, Michael A. Brubaker, Jiqiang 

Guo, Peter Li, and Allen Riddell. 2016), and performed maximum-a-posteriori fits using 

weakly informative priors on all parameters(Gelman et al. 2013) The prior over the 

weighting parameters β was normal with mean 0 and sd 0.5, and the prior over αmf, αmb, 

and λ was a beta distribution with a=b=3.   

To perform model comparison, we used two-fold cross validation, dividing our dataset 

for each rat into even- and odd-numbered sessions, and computing the log-likelihood of 

each partial dataset using parameters fit to the other. For each model for each rat, we 

computed the “normalized cross-validated likelihood” by summing the log-likelihoods 

for the even- and odd-numbered sessions, dividing by the total number of trials, and 

exponentiating. This value can be interpreted as the average per-trial likelihood with 

which the model would have selected the action that the rat actually selected. We define 

the “reduced model” to be the full model defined above, with the parameters βMF, βWSLS-

MF, βWSLS-MB, and αT all set to zero, leaving as free parameters  βplan, αplan, βnp, βpersev, and 

βbias (note that αmf and λ become undefined when βMF = 0). We compared this reduced 

model to nine alternative models: four in which we allowed one of the fixed parameters 

to vary freely, four in which we fixed one of the free parameters βplan, βnp, βpersev, or βbias 

to zero, and the full model in which all parameters are allowed to vary. 

We performed parameter estimation by fitting the reduced model to the entire dataset 

generated by each rat (as opposed to the even/odd split used for model comparison), 

using maximum-a-posteriori fits under the same priors. For ease of comparison, we 

normalize the weighting parameters βplan, βnp, and βpersev,  dividing each by the standard 

deviation of its agent’s associated values (Qplan, Qnp, and Qpersev) taken across trials. Since 

each weighting parameter affects behavior only by scaling the value output by its agent, 

this technique brings the weights into a common scale and facilitates interpretation of 

their relative magnitudes, analogous to the use of standardized coefficients in regression 

models. 

Synthetic Behavioral Datasets: Unimplanted Rats 

To generate synthetic behavioral datasets, we took the maximum-a-posteriori 

estimates parameter estimates for each rat, and used the reduced model in generative 

mode. The model matched to each rat received the same number of trials as that rat, as 

well as the same sequence of reward probabilities. We used these synthetic datasets for 

qualitative model-checking: if the reduced model does a good job capturing patterns in 

https://paperpile.com/c/nnWnoY/vg7HN+0aSKu
https://paperpile.com/c/nnWnoY/vg7HN+0aSKu
https://paperpile.com/c/nnWnoY/vg7HN+0aSKu
https://paperpile.com/c/nnWnoY/d9beg
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behavior, applying the regression analysis to both real and synthetic datasets should yield 

similar results. 

Surgery 

We implanted six rats with infusion cannula targeting dorsal hippocampus, 

orbitofrontal cortex, and prelimbic cortex,  using standard stereotaxic techniques (data 

from PL are not reported in this paper). Anesthesia was induced using isoflurane, along 

with injections of ketamine and buprenorphine, the head was shaved, and the rat was 

placed in a stereotax (Kopf instruments) using non-puncture earbars. Lidocaine was 

injected subcutaneously under the scalp for local anesthesia and to reduce bleeding. An 

incision was made in the scalp, the skull was cleaned of tissue and bleeding was stopped. 

Injection cannula were mounted into guide cannula held in stereotax arms (dH & OFC: 

22ga guide, 28ga injector; PL: 26ga guide, 28ga injector; Plastics One, VA), while a 

separate arm held a fresh sharp needle. The locations of bregma and interaural zero were 

measured with the tip of each injector and with the needle tip. Craniotomies were 

performed at each target site, and a small durotomy was made by piercing the dura with 

the needle. The skull was covered with a thin layer of C&B Metabond (Parkell Inc., NY), 

and the cannula were lowered into position one at a time. Target locations relative to 

bregma were AP -3.8, ML +-2.5, DV -3.1 for dorsal hippocampus, AP +3.2, ML +- 0.7, 

DV -3.2 for prelimbic, and AP + 3.5, ML +-2.5, DV - 5 for orbitofrontal cortex. 

Orbitofrontal cannula were implanted at a 10 degree lateral angle to make room for the 

prelimbic implant. Cannula were fixed to the skull using Absolute Dentin (Parkell Inc, 

NY), and each craniotomy was sealed with Kwik-Sil elastomer (World Precision 

Instruments, FL). One all cannula were in place, Duralay dental acrylic (Reliance Dental, 

IL) was applied to secure the implant. The injector was removed from each guide 

cannula, and replaced with a dummy cannula. Rats were treated with ketofen 24 and 48 

hours post-operative, and allowed to recover for at least seven days before returning to 

water restriction and behavioral training.  

Inactivation Experiments 

Each day of infusions, an injection system was prepared with the injection cannula for 

one brain region. The injection cannula was attached to a silicone tube, and both were 

filled with light mineral oil. A small amount of distilled water was injected into the other 

end of the tube to create a visible water-oil interface, and this end was attached to a 

Hamilton syringe (Hamilton Company, NV) filled with distilled water. This system was 

used to draw up and let out small volumes of muscimol solution, and inspected to ensure 

that it was free of air bubbles. 

Rats were placed under light isoflurane anesthesia, and the dummy cannula were 

removed from the appropriate guide cannula. The injector was placed into the guide, and 

used to deliver 0.3 uL of 0.25 mg/mL muscimol solution over the course of 90 seconds. 

The injector was left in place for four minutes for solution to diffuse, and then the 

procedure was repeated in the other hemisphere.  For saline control sessions, the same 

procedure was used, but sterile saline was infused in place of muscimol solution. The 

experimenter was not blind to the region (OFC, dH, PL) or substance (muscimol, saline) 

being infused. After the completion of the bilateral infusion, rats were taken off of 
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isoflurane and placed back in their home cages, and allowed to recover for 30-60 minutes 

before being placed in the behavioral chamber to perform the task. 

Analysis of Inactivation Data 

For each rat, we considered five types of sessions: OFC muscimol, dH muscimol, 

OFC  control, dH control, and saline. Control sessions were performed the day before and 

the day after each infusion session, and saline sessions were pooled across OFC saline 

infusions and dH saline infusions (OFC musc., 18 sessions, OFC cntrl, 36 sessions, OFC 

sal. 6 sessions, dH musc. 33 sessions, dH cntrl, 64 sessions, dH sal. 10 sessions). Our 

dataset for each session consisted of up to the first 400 trials of each session in which at 

least 50 trials were performed. We perform the regression analysis (equation one), and 

compute the model-free index and planning index (equations two and three) for each 

dataset. To compute p-values, we performed a paired t-test across rats on the difference 

between muscimol and control datasets for each region, and on the difference between 

muscimol infusion in each region and the pooled saline infusion datasets. 

Modeling Inactivation Data 

We constructed a hierarchical Bayesian version of our reduced model, using the 

probabilistic programming language Stan. This model considered simultaneously two 

datasets from each rat: an inactivation and a control dataset. Each of these datasets is 

modeled as the output of the reduced model (see Behavior Models, above), which take 

the five parameters βplan, αplan, βnp, βpersev, and βbias, giving each rat ten parameters: five 

for the control dataset, and five for the infusion dataset. For the purpose of the 

hierarchical model, we reparameterize these, characterizing each rat R by ten parameters 

organized into two vectors,  and  according to the 

following mapping: 

 
Rat R Control 

Dataset 

Rat R Infusion 

Dataset 

   

   

   

   

   

 

where Norm indicates normalization of the weight (see Parameter Estimation, above), 

and Logit indicates the inverse-sigmoid logit function, which transforms a parameter 

bounded at 0 and 1 into a parameter with support over all real numbers.  

The values in θR and ΔR adopted by a particular rat are modeled as draws from a 

gaussian distribution governed by population-level parameter vectors θμ, θσ,  Δμ, and Δσ 
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giving the mean and standard deviation of the distribution of each of the rat-level 

parameters in the population: 

  and   

for each rat R, for each value of m indexing the various parameter vectors.  

These population-level parameters are themselves modeled as draws from weakly 

informative prior distributions(Gelman et al. 2013) chosen to enforce reasonable scaling 

and ensure that all posteriors were proper: 

    

    

Having established this generative model, we perform inference by conditioning it on 

the observed datasets (control and inactivation) for each rat, and approximating the joint 

posterior over all parameters by drawing samples using Hamiltonian Markov Chain 

Monte Carlo (H-MCMC)(Duane et al. 1987; Gelman et al. 2013). To obtain estimated 

values for each parameter, we take the median of these samples with respect to that 

parameter. To test whether inactivation produced effects on behavior that were consistent 

at the population level, we computed a “p-value” for each parameter in Δμ given by the 

fraction of samples having the opposite sign as the median sample. 

Inactivation Model Comparison 

We performed a series of model comparisons between models like the above and 

alternative models in which inactivation affected memory in general, memory for distant 

past trials specifically, or a combination of these. In the first alternative model, 

inactivation was constrained to affect equally all of the agents which depend on the 

history of previous trials (planning, perseveration, and novelty preference). This 

alternative model contains a new parameter, the “memory multiplier”, , which scales 

the weights of these agents, in this revised version of eq. 4:  

 

This memory multiplier is fixed to 1 for control sessions, but allowed to vary freely 

for each rat in infusion sessions. It has it’s own population-level mean and variance 

parameters, which are given weakly informative priors (see Methods, Modeling 

Inactivation Data). In the alternative version of the model, the  parameters are fixed 

between control and inactivation sessions. Since bias does not require memory,  is 

allowed to vary. We implement this by fixing the parameters  through  to zero for 

each rat R (see Methods, Modeling Inactivation Data), and allowing the effects of 

inactivation to be described by  and the new parameter .  

We compare this model to the model above using two-fold cross validation of H-

MCMC fits. To compare these models quantitatively, we compute the log posterior 

predictive ratio (lppr): 

   

https://paperpile.com/c/nnWnoY/d9beg
https://paperpile.com/c/nnWnoY/KDpbw+d9beg
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In the next model comparisons, we separate the influence of the most recent trial’s 

outcome from the influence of all trials further back in time. We implement this by 

replacing the model-based reinforcement learning agent (equations 6 & 7) with both a 

model-based win-stay/lose-switch agent (equation 11), and a new “lagged model-based” 

agent constructed by taking the value of  from one trial in the past and using it to 

guide decision-making on the current trial, so that the value of  used on each 

trial contains information about the outcomes of all past trials except the most recent one. 

Fits of this model therefore contain two parameters to quantify planning:  for the 

influence of the most recent outcome, and  for the influence of all trials further 

into the past.  

For the second model comparison, we limit the influence of inactivation to only affect 

 and – that is, to only affect the influence of distant past trials on choice 

behavior, as well as choice bias. For the this model comparison, we also allow 

inactivation to affect the memory multiplier m, allowing it to have separate effects on 

memory for distant past trials and on memory for the immediately previous trial. We 

compare both of these models to a model in which inactivation can have separate effects 

on the each of the components of behavior. We compute the log posterior predictive ratio 

using leave-one-out cross validation over sessions (i.e., we compute posteriors based on 

all of the dataset except for one session, and compute the lppr for that session using those 

posteriors, then repeat for all sessions). 

Synthetic Behavioral Datasets: Inactivation Data 

To generate synthetic behavioral datasets, we took the parameter estimates produced 

by the hierarchical model for each rat for orbitofrontal, hippocampus, and saline 

infusions. Parameters used for synthetic saline datasets were the average of the saline 

parameters produced by fitting the model to saline/hippocampus data and to 

saline/orbitofrontal (note that rat #6 did not complete any saline sessions – parameter 

estimates for this rat are still possible in the hierarchical model since they can be “filled 

in” based on infusion data and data from other rats). We used the reduced model in 

generative mode with these parameters, applying each parameter set to a simulated 

behavioral session consisting of 10,000 trials. We then applied the trial-history regression 

analysis to these synthetic datasets, and used the results for qualitative model checking, 

comparing them to the results of the same analysis run on the actual data. 

Code and Data Availability 

All software used for behavioral training will be available on the Brody lab website. 

Software used for data analysis, as well as raw and processed data, are available from the 

authors upon request. 
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Supplementary Figures 

 

Figure S1: Reward Rates of Model-Based & Model-Free Agents. Reward rates 

achieved by synthetic datasets generated by a hybrid model-based/model-free agent. Data 

were generated under the constraints αplan=αMF ,  βplan+βMF=5, with λ, αT, and all other 

betas set to zero. The highest reward rates are achieved by purely model-based agents, 

but the best purely model-free agents still outperformed the average rat, earning around 

58% rewards (rat’s reward rate mean: 56.8%, sem: 0.4%, std: 2%).  

 

 

 

Figure S2: Normalized cross-validated likelihood for logistic regression models (see 

Methods, Behavior Analysis), as a function of the number of previous trials used to 

predict the upcoming choice. Including more than five previous trials in the model results 

in negligible improvements in quality of model fit. 
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Figure S3: Movement times are faster following common transition trials. Median 

movement time, in seconds, from the bottom center port to the reward port for common 

and uncommon transition trials, broken down by whether the movement was towards 

(right panel) or away from (left panel) the port with the higher reward probability.  

 

 

 



49 

 

 

Figure S4: Results of logistic regression analysis applied to each rat, as well as 

simulated data generated from a fit of the mixture model to that rat’s dataset. Rats are 

ordered by the relative quality of fit of the mixture model with respect to the regression 

model - earlier rats datasets are better explained by the mixture model than the 

regression, while later rats are better explained by the regression model.  
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Figure S5: Results of logistic regression analysis applied to the inactivation dataset. 

Above: Regression coefficients for the Saline, Control, dH, and OFC conditions. Points 

are averages across rats, and error bars are standard errors. Below: Differences between 

regression coefficients for different conditions 
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Figure S6: Results of logistic regression analysis applied to each rat in the inactivation 

dataset. Note that rat #6 did not complete any saline sessions  
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Figure S7: Results of logistic regression analysis applied to simulated data generated 

by the reduced model fit to each rat in the inactivation dataset 
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Figure S8: Results of fitting the multi-agent model jointly to the OFC inactivation and 

Saline datasets. Top Row: Posterior belief distributions over parameters governing the 

effect of inactivation on performance across the population. Only βplan is significantly 

affected by the inactivation. Below: Posterior belief distributions over parameters 

governing behavior on OFC (green) and Saline (blue) sessions. Only βplan is affected by 

inactivation in a way that is consistent across animals. 
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Figure S9: Results of fitting the multi-agent model jointly to the dH inactivation and 

Saline datasets. Top Row: Posterior belief distributions over parameters governing the 

effect of inactivation on performance across the population. Only βplan is significantly 

affected by the inactivation. Below: Posterior belief distributions over parameters 

governing behavior on dH (red) and Saline (blue) sessions. Only βplan is affected by 

inactivation in a way that is consistent across animals. 
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Figure S10: Plots of posterior density projected onto planes defined by the parameter 

governing change in model-based weight and other population parameters for 

hippocampus (above, red) and OFC (below, green) inactivation datasets.  
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Figure S11: Results of one-trial-back analysis applied the behavioral dataset. Above: 

Average and standard error of the stay probability across rats. Below: Stay probability for 

each rat, with binomial 95% confidence intervals 
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Figure S12: Results of one-trial-back analysis applied to the inactivation dataset. 

Above: Average stay probability by trial-type for the Control, dH, and OFC conditions. 

Bar height is the average across rats, and error bars are standard errors. Below: 

Differences between stay probabilities coefficients for the different conditions 
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Figure S13: Results of one-trial-back analysis applied to each rat in the inactivation 

dataset 
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Figure S14: Rat performance compared between inactivation and control sessions. 

Top: Fraction of times each rat selected the choice port with the greatest probability of 

leading to the reward port with the greatest probability of reward, for control vs. OFC 

sessions (Left) and for control vs. dH sessions (Right). Bottom: Fraction of times the 

better port was selected, as a function of the number of trials since the last reward 

probability flip.  

 

 

Figure S15: Placement of cannula in individual rats. Green points indicate OFC 

cannula tips, orange points indicate PL cannula tips, and red points indicate dH cannula 

tips. 



60 

 

Supplemental Discussion: Akam, Costa, & Dayan, 2015 

Recent work involving extensive analysis of synthetic datasets from various software 

agents performing the two-step task has suggested that a variety of model-free agents can 

masquerade as model-based, taking advantage of expanded state space representations 

(Akam, Costa, & Dayan, 2015). These agents present an important challenge to work 

using the two-step task to diagnose model-based behavior, since they suggest that 

planning-typical patterns of choices may not necessarily require the representation of 

action-outcome relationships. In some cases, this challenge can be fully met using more 

careful analysis of choice behavior, such as the trial history regression that we employ 

here. In other cases, it cannot to our knowledge be categorically ruled out, but it can be 

strongly mitigated by analysis of movement times. In this section, we describe these 

agents and why we believe that neither they nor any other model-free account provide a 

likely explanation of our data. 

The first of these agents, termed the “reward-as-cue” agent by Akam et al., adopts an 

expanded representation of state. Where a traditional model-free agent assigns values to 

the left and right choices, this agent assigns different values to each choice based on the 

last trial’s outcome. It might learn, for example, a low value for the left choice port 

following a reward at the left reward port, but a high value following a reward at the right 

choice port. Over time, this agent can learn to switch its behavior in a similar way as a 

model-based agent, but only with respect to the outcome of the immediately previous 

trial. Analysis which considers only this immediately previous trial is therefore unable to 

distinguish synthetic datasets generated by this agent from those generated by a genuine 

planning agent. An approach, such as the one we adopt here, which considers the 

influence of many past trials reveals a key difference between this agent and a planning 

agent: only the planning agent switches its behavior in a model-based manner with 

respect to outcomes two or more trials in the past (Miller, Brody, & Botvinick, bioRxiv, 

2016). Since we see this pattern in our dataset (Figures 2 and S4), we do not believe that 

the “reward-as-cue” agent provides a plausible account of behavior on the rat two-step 

task. 

The second agent, termed the “latent state” agent, is aware of the blockwise structure 

of the task (i.e. that one port is rewarded at 80% and the other at 20%, and that they 

switch in blocks). The agent performs Bayesian inference after each trial to estimate the 

likelihood that one block or the other is currently active, and then uses a fixed mapping 

from its estimate of this likelihood onto choice behavior. It can be described as “model-

based” in the sense that this inference requires a model of the dynamics of the world, but 

not as “planning”, since this model contains no action-outcome information. With an 

appropriate fixed policy (which might potentially be learned slowly over the course of 

training by a model-free mechanism), this agent can masquerade as a planning agent even 

when viewed through the lens of the trial-history regression analysis. In the two-step task, 

it is in fact a notational variant on a genuine planning agent  – the “HMM learner” we 

consider in Figure 3b – which performs similar latent state inference, but then uses these 

latent states to plan. This means that no analysis of choice behavior can reveal the 

difference between synthetic datasets generated by the model-free latent state agent and a 

genuine planning agent. Key differences, however, are expected in movement times. By 

definition, only planning agents are aware of the action-outcome contingencies built into 
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the task, and therefore only they have the ability to anticipate the common transition and 

to respond more quickly on common vs. on uncommon transition trials.  

In our dataset, we find a strong effect of outcome probability on movement time – rats 

show much shorter latency to respond following a common transition than following an 

uncommon transition (Figure S3). Importantly, in our version of the task, rats must enter 

the bottom center port before the LEDs cue them which reward port to enter on that trial; 

the physical movement towards the reward port is therefore the same regardless of which 

choice port was selected. This limits the possibility that the movement time difference is 

an artifact of motor facilitation, and argues in favor of the idea that rats are aware of the 

transition probabilities and anticipate the common transition, using this knowledge to 

select and prepare actions. Model-free agents, including the latent state agent, by 

definition are unaware of these contingencies, and would not be expected to show such 

movement time effects. We therefore believe that any parsimonious account of our data, 

considered as a whole, will be one in which rats are aware of the action-outcome 

contingencies built into the task, and in which they use this knowledge both to anticipate 

transitions and to guide choice behavior – that is, to plan. 

We wish to be clear, however, that our data do not categorically rule out two less-

parsimonious accounts involving the latent state agent. In the first account, choices are 

computed by the latent state mechanism, and the movement time effects we observe are 

due to some type of motor facilitation artifact which is resistant to the constraints of task 

geometry. In the second account, a latent-state mechanism determines choice at the first 

step, after which another mechanism (with knowledge of the transition probabilities) 

guides behavior for the remainder of the trial. Concerns involving the latent state agent 

apply to all versions of the two-step task, and can most conclusively be resolved by 

experiments employing neural recordings to investigate neural representations directly. 

By bringing the two-step task to rodents, we have opened the door to experiments of this 

kind. 
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Habits form a crucial component of behavior. In recent years, key computational 

models have conceptualized habits as behaviors arising from model-free reinforcement 

learning (RL) mechanisms, which typically represent the expected value associated with 

the possible outcomes of each action before one of those actions is chosen. Traditionally, 

however, habits are understood as arising from mechanisms that are independent of 

outcomes. Here, we develop a computational model instantiating this traditional view, in 

which habits are acquired through the direct strengthening of recently taken actions, 

independent of outcome. We demonstrate how this model accounts for key behavioral 

manifestations of habits, including outcome devaluation, contingency degradation, and 

perseverative choice in probabilistic environments. We suggest that mapping habitual 

behaviors onto value-free mechanisms provides a parsimonious account of existing 

behavioral and neural data. This mapping may provide a new foundation for building 

robust and comprehensive models of the interaction of habits with other, more goal-

directed types of behaviors, and help to better guide research into the neural mechanisms 

underlying control of instrumental behaviors more generally. 

Introduction 

Psychologists make a critical distinction between habitual and goal-directed behavior. 

Habitual behaviors are those guided by simple stimulus-response mappings that are 

insensitive to potential outcomes. Goal-directed behaviors, by contrast, are driven by a 

representation of potential outcomes. For example, you may take the left turn at an 

intersection because that is what you have always done on your way home (habitual) or 

because you have determined that turning left will get you home fastest given the specific 

layout of the roads and other relevant circumstances (goal-directed). A large and growing 

body of work has suggested that these two types of behavior depend on different sets of 

computations and different underlying neural circuits (Balleine & O’Doherty 2010; 

Dickinson 1985; Dolan & Dayan 2013; Yin & Knowlton 2006). Here, we will revisit the 

prevailing approach to modeling these underlying computations and offer a more 

parsimonious alternative. 

 

Popular computational models of habits commonly appeal to extensions of Thorndike’s 

“Law of Effect,” which holds that an action that has been followed by rewarding 

outcomes is likely to be repeated in the future (Thorndike 1911). Modern reinforcement 

learning (RL) has elaborated this law into a set of computational algorithms, according to 

which actions are selected based on cached values learned from previous experience 

https://paperpile.com/c/nnWnoY/6f1Yn+cYpOA+ybw6+sIQfx
https://paperpile.com/c/nnWnoY/6f1Yn+cYpOA+ybw6+sIQfx
https://paperpile.com/c/nnWnoY/LP0fs
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(Daw et al. 2005; Dolan & Dayan 2013). This class of computations focuses only on 

potential rewards, ignoring all reward-unrelated elements of one’s environment 

(discussed below); it is therefore referred to as “model-free” RL. This formulation for 

habits has become so common that the terms “habit” and “model-free” are now 

commonly used interchangeably (Dolan & Dayan 2013; Doll et al. 2012). Equating these 

terms, however, carries a critical assumption: that habits are driven by a reward-

maximization process (i.e., a process that depends directly on potential outcomes). 

 

Model-free algorithms typically operate by learning the expected future reward 

associated with each possible action or state, relying crucially on these value 

representations. This idea, that habits are value-based, strains against traditional 

interpretations of habits as stimulus-response (S-R) associations that are blind to potential 

outcomes (Dickinson 1985; Hull 1943). The latter, value-free definition for habits drove 

the development of critical assays that have been used to discriminate between actions 

that are habitual versus goal-directed (i.e., outcome-sensitive), testing whether an animal 

continues to pursue a previous course of action when that action is no longer the most 

rewarding (Adams & Dickinson 1981; Hammond 1980). Such a value-free formulation of 

habits aligns well with Thorndike’s second law, the “Law of Exercise.” This law holds 

that an action that has been taken often in the past is likely to be repeated in the future, 

independent of its past consequences; in other words, it describes habits as a form of 

perseveration. This category of value-free habits has been maintained in modern 

theorizing on habits, where it has been referred to as “direct cuing” of behavior, as 

distinct from value-based forms of habits (“motivated cuing”) and other behaviors (Wood 

& Neal 2007). 

   

 
 

Figure 1. Left: Traditional view of the relationship between habits and 

goal-directed control. Habits are viewed as stimulus-response associations 

which become stronger with use, while goal-directed control takes into 

account knowledge of action-outcome relationships as well as current 

goals in order to guide choice. Right: Common computational view. 

Habits are implemented by a model-free RL agent which learns a value 

function over states and actions, while goal-directed control is 

implemented by a model-based RL agent which learns about the structure 

of the environment. Our model represents a refinement of the common 

computational view, bringing it more in tune with the traditional view 

shown on the left.  

https://paperpile.com/c/nnWnoY/HBwn+ybw6
https://paperpile.com/c/nnWnoY/ybw6+LxJx3
https://paperpile.com/c/nnWnoY/cYpOA+eZWiG
https://paperpile.com/c/nnWnoY/1aWB+jvSi
https://paperpile.com/c/nnWnoY/BPtSo
https://paperpile.com/c/nnWnoY/BPtSo
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Here, we develop a computational implementation of the Law of Exercise and show 

that it offers a plausible and appealing alternative mechanism for habits. This value-free 

habit mechanism accounts for key findings in the animal learning literature that dissociate 

habitual and goal-directed actions, namely the tendency for an animal to continue 

performing a previously learned action when that action is no longer predictive of the 

rewarding outcome (contingency degradation; Hammond 1980) or when the predicted 

outcome ceases to be rewarding (outcome devaluation; Adams & Dickinson 1981). 

Furthermore, a value-free habit mechanism explains a variety of other behavioral 

phenomena in which responses are facilitated by simple repetition (i.e. perseveration; 

Akaishi et al. 2014; Bertelson 1965; Cho et al. 2002; Gold et al. 2008; Lau & Glimcher 

2005; Kim et al. 2009; Gore et al. 2002; Lee et al. 2005).  

 

In addition to reformulating the computational underpinnings of habits, we will show 

that our model offers a critical realignment to prevailing models of decision-making. 

According to this prevailing computational framework (Figure 1, right), an equivalence 

between habitual control and model-free RL computations is paralleled by an equivalence 

between goal-directed behavior and another set of RL computations, referred to as 

“model-based” RL (Daw et al. 2005; Dolan & Dayan 2013). Model-based RL guides 

behavior using an internal model of the environment that is used to estimate values for 

each action. This internal model of the environment includes both the expected likelihood 

of transitioning between environmental states and the expected rewards for each action. 

A substantial theoretical and empirical literature has been built around the idea that the 

habitual/goal-directed distinction can be equated with the model-free/model-based 

distinction from RL, and this presumed equivalence has been used to glean insight into 

complex decision-making phenomena, such as addiction (Lucantonio et al. 2014; Redish 

et al. 2007), impulsivity (Rangel 2013; Kurth-Nelson et al. 2012), compulsivity (Gillan et 

al. 2015; Gillan et al. 2016), and moral judgement (Crockett 2013; Cushman 2013). By 

offering a fresh perspective on the nature of habits – replacing model-free RL with a 

value-free mechanism – our model forces a critical realignment of this prevailing 

framework, thereby prompting a deeper consideration of how the computations and 

circuitry for model-free and model-based reinforcement learning might share more 

commonalities than differences. 

Methods 

Computational Model 

As proof of concept, we implemented the proposed mechanisms for habitual and goal-

directed control in a computational model. The model contains goal-directed (GD) and 

habitual (H)  controllers. The goal-directed controller is sensitive to outcomes, selecting 

actions that are likely to lead to outcomes that have high value. The habitual controller, 

on the other hand, is sensitive only to the history of selected actions. It tends to repeat 

actions that have frequently been taken in the past (e.g. because they were in the past 

selected by the goal-directed controller), regardless of their outcomes. On each trial, the 

decision of the model is driven by the combined influence of both controllers, and the 

https://paperpile.com/c/nnWnoY/jvSi/?prefix=contingency%20degradation%3B
https://paperpile.com/c/nnWnoY/1aWB/?prefix=outcome%20devaluation%3B
https://paperpile.com/c/nnWnoY/NOuWb+hKjaL+ACUd4+OCpFk+mzNKm+dGoT+ZPbx0+T3LEu/?prefix=i.e.%20perseveration%3B,,,,,,,
https://paperpile.com/c/nnWnoY/NOuWb+hKjaL+ACUd4+OCpFk+mzNKm+dGoT+ZPbx0+T3LEu/?prefix=i.e.%20perseveration%3B,,,,,,,
https://paperpile.com/c/nnWnoY/NOuWb+hKjaL+ACUd4+OCpFk+mzNKm+dGoT+ZPbx0+T3LEu/?prefix=i.e.%20perseveration%3B,,,,,,,
https://paperpile.com/c/nnWnoY/HBwn+ybw6
https://paperpile.com/c/nnWnoY/yMXKo+uODOK
https://paperpile.com/c/nnWnoY/yMXKo+uODOK
https://paperpile.com/c/nnWnoY/SbL4l+9sRma
https://paperpile.com/c/nnWnoY/nzyDL+F6C7o
https://paperpile.com/c/nnWnoY/nzyDL+F6C7o
https://paperpile.com/c/nnWnoY/TAGsr+ugXYy


65 

 

weight assigned to each controller is determined by an arbitration mechanism that takes 

into account action-outcome contingency.  

Habitual Controller 

The habitual controller is sensitive only to the history of selected actions, and not to 

the outcomes of those actions. This action history is tracked by a matrix of habit 

strengths, h(s,a) that acts as an exponentially weighted memory of past actions in each 

state. These habit strengths are updated after each trial according to the following 

equation: 

  1 

where st is the current state, αH is a step-size parameter that determines the rate of 

learning, and At is a one-hot vector over actions in which all elements are zero except for 

the one corresponding to the action taken on trial t. This update takes place after every 

trial, and affects all actions available in state st, with the strength for at increasing towards 

one, and the strength for all other available actions decreasing towards zero. Habit 

strengths for states other than st are not affected. 

Goal-Directed Controller 

The goal-directed controller is composed of a model-based RL system, sensitive not 

only to the actions taken, but also to their outcomes. In contrast to traditional 

reinforcement learning methods, this model does not consider common-currency reward, 

but rather learns separately about reinforcers of different types m. It maintains an estimate 

both of the reinforcers it expects to receive upon entering each state R(s,m), as well as the 

probability  T(s,a,s’) with which it expects each action taken in each state to lead to each 

possible subsequent state. After each trial, the agent updates these quantities according to 

the following equations (Sutton & Barto 1998):  

 
 2 

 

 

 

3 

where st is the current state, at is the action taken in that state, rt is the reward received 

following that action, and st+1 is the subsequent state. Step-size parameters αR and αT 

govern the rate of each of these types of learning. To ensure proper normalization, T is 

initialized to 1/n, where n is the total number of states in the environment (with the 

exception of known terminal states). The goal-directed controller calculates the expected 

future value associated with each action in each state, defined recursively by the Bellman 

optimality equation: 

 

 
4 

https://paperpile.com/c/nnWnoY/wCGg


66 

 

where U(m) is a utility function giving the value that the agent assigns to reinforcers of 

each type m. In this implementation of the model, we use value iteration to numerically 

approximate a solution to this recursive equation, to within some threshold ε.   

 

Arbiter 

The arbiter governs the relative influence of each controller on each trial. It computes 

an overall drive D in favor of each action on each trial as a weighted sum of the habit 

strength h and the goal-directed value Q.   

  5 

Where θH, and θGD are scaling parameters, and w is a weight computed on each trial 

by the arbiter to determine the relative influence of each controller. The model then 

selects actions according to a softmax on D: 

 

 
6 

To determine the appropriate weight w, the arbiter computes two quantities, the 

“action-outcome contingency” (AO) and the “overall habitization” (H), which promote 

goal-directed and habitual control, respectively. Action-outcome contingency is a 

measure of the extent to which the expected outcome received varies with the action that 

is performed. Here, we quantify this as the variance in expected outcome, taken with 

respect to the policy:  

 

 

7 

Note that this measure considers only the variance of the expected outcome with 

respect to action. It does not take into account variance in outcome conditional on a 

particular action (e.g. an environment in which one action led to one pellet with certainty 

and another led to two pellets with probability 50% would be rated as having zero action-

outcome contingency, since the expectation of the outcome is identical for both actions). 

The arbiter also computes an analogous quantity for the habitual controller, the variance 

in habit strength across actions 

 

 

8 

It then computes the weighting parameter w on the basis of these two quantities: 

 

 
9 

This calculation represents a push-pull relationship whereby goal-directed control is 

facilitated when action-outcome contingency is high, while habits are facilitated when 
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overall habit strength is large. Figure 2 provides an intuition for how each of the values 

described above evolve in a setting involving a single reward reversal between two 

actions (i.e., the action leading to maximal reward changes at some point during the 

session). 

Simulated Task Environments 

Reversal Learning 

To illustrate the behavior of the model and the dynamics of its various internal 

variables, we simulated behavior in a probabilistic reversal learning task (Fig 2). In this 

task, the agent was presented with an environment consisting of a single state in which 

two actions were available. In the first phase of the task (1000 trials), performance of one 

action (Action A) resulted in a reinforcer 50% of the time, while performance of Action 

B never did.  In the second phase (reversal), Action A never resulted in a reinforcer, 

while Action B resulted in one 50% of the time that it was taken. 

Omission Contingency  

We simulated behavior in an omission experiment using a similar environment with 

one state and two available actions. In the first phase, performance of one action (Press 

Lever) resulted in a reinforcer of one type (Pellet) 25% of the time, while performance of 

the other action (Withhold Press) resulted in a reinforcer of another type (Leisure) 100% 

of the time. In the second phase, performance of Press Lever was never rewarded, but 

performance of Withhold Press resulted in both a 25% chance of Pellet and a 100% 

chance of Leisure. We set the agent’s utilities for Pellet and Leisure to 1.0 and 0.1, 

respectively. To investigate the effect of training duration on behavioral flexibility in the 

face of omission, we varied the number of trials in the training phase from 100 to 2000, 

in intervals of 100. The omission phase was always 500 trials in duration. We simulated 

ten agents for each duration of phase one, and report the average rate of performance of 

Press Lever for the final trial in each phase. 

Outcome Devaluation 

We simulated behavior in an outcome devaluation experiment in a similar way. The 

training phase was identical to that used for omission. The omission phase was followed 

by a devaluation manipulation, in which we set the agent’s utility for the Pellet reinforcer 

to 0, and then an extinction phase. In the extinction phase, performance of Press Lever 

results in no outcome, while performance of Withhold Press continues to result in Leisure 

with probability 100%. To investigate the effect of training duration on behavioral 

flexibility in the face of devaluation, we again varied the number of trials in the training 

phase from 10 to 2000 in intervals of 100, and report the average rate of performance of 

Press Lever for the final trial in each phase.   

Framework for Free Operant Tasks 

Assays of goal-directed and habitual behavior are typically performed not in two-

alternative forced-choice environments like those we describe above, but rather in free 

operant tasks in which subjects are not constrained by a discrete trial structure, but are 

free to perform one or more actions (e.g. lever presses) at any rate they wish. To simulate 

these environments, we expanded our model to consider a continuous action space: rate 
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of lever pressing, which we allowed to range between 0 and 150 presses per minute. This 

required two changes to the model. The first is the use of function approximation to 

compute the reinforcer function R(a,m) and the habit strength H(a). Instead of learning 

these functions directly over each value of a, as in equation 1 or 2, this model 

approximated them using a set of basis functions. For the reward function R(a,m), we 

used a Taylor basis with scaling: 

 

 

10 

where wi,m are learned weights for each component of the Taylor expansion for each 

reinforcer type. For the habit strength function H(a), we used a Gaussian basis set with 

means at intervals of 5 and standard deviation 5: 
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The update equations then become: 

 
 

 
12 

for goal-directed and habitual weights, respectively. The other change we made was to 

introduce an “action density” measure M, which can be thought of as controlling how 

many actions are available for a particular press rate. Selecting an action density measure 

that is sharply peaked at zero ensures that a “random choice” agent will on average press 

at a low rate, rather than at half of the maximum possible rate. We used an exponentially 

decaying action density function with a scale of 5. 

  13 

This measure influences action selection, tending to prefer rates for which more 

actions are available. In place of equation 6, the model now selects actions according to: 

 

 
14 

Habitization in Variable Interval vs. Variable Ratio Reinforcement Schedules 

We used the above framework to simulate behavior under two reinforcement 

schedules commonly used in experiments on animal learning, termed “variable interval” 

(VI) and “variable ratio” (VR). In a VR schedule, the probability of receiving a reward is 

constant after each lever press. Reward rate is therefore directly proportional to response 

rate and potentially unbounded. In a VI schedule, rewards are “baited” at variable 

intervals, and the first press following baiting will be rewarded. The probability that a 

press will be rewarded therefore increases as a function of the time since the last press, 



69 

 

and reward rate is a sub-linear function of response rate, saturating at the average baiting 

rate. In both environments, lever pressing is thought to involve some effort cost, which 

increases superlinearly with the rate of responding. To model acquisition in a VR 

environment, we used VR10, in which each press had a 10% chance of being followed by 

a pellet. To model acquisition in a VI environment, we used VI10, in which pellets were 

baited on average ten times per minute. In both cases, we included an effort cost that was 

quadratic in press rate. Specifically, each action resulted in reinforcers of two types: 

Pellet Rate and Effort Rate.  

Omission and Devaluation in VR vs. VI Schedules 

To investigate the effects of training duration on behavioral flexibility in these free 

operant environments, we exposed agents given limited training (5,000 trials) or extended 

training (30,000 trials) in either a VR or a VI schedule to both Omission and Devaluation 

manipulations. In the Omission manipulation, we changed the reinforcement schedule 

such that the magnitude of the Pellet Rate reinforcer was inversely related to the Press 

Rate action. The magnitude of the Effort Rate reinforcer was not changed. In the 

Devaluation manipulation, we left the reinforcement schedule unchanged, but changed 

the agent’s utility for the Pellet Rate outcome to 0.  

Lesions of Goal-Directed vs. Habitual Controllers 

To simulate lesions of goal-directed and habitual controllers on behavior in free 

operant tasks, we repeated the above experiments with the parameters of the model 

altered. Specifically, to model lesions of the goal-directed controller, we decreased the 

parameters θGD and WGD, while to model lesions to the habitual controller, we decreased 

the parameters θH and WH (see Table 2 for details). 

 

 Two-Alternative 

Forced Choice 

Operant 

Conditioning 

Operant 

Conditioning 

GD Lesion 

Operant 

Conditioning 

Habit Lesion 

αH 
10-3 10-5 10-5 10-5 

αR 
10-2 10-1 10-1 10-1 

θH 
5 103 103 0 

θGD 
5 20 2 20 

WH 5 15 15 0 

WGD 5 6 0 6 

W0 1 1 1 1 

Table 1. Parameter values used in simulations 
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Results 

Our model proposes that behavior arises from the combined influence of two 

controllers: one driven by value-free perseveration (habitual) and one driven by model-

based reinforcement learning (goal-directed). Figure 2 illustrates the learning dynamics 

of these two controllers in a reversal learning task (i.e., an animal first learns to associate 

Action A with greater reward likelihood than Action B and, at some point, this reward 

contingency reverses; Figure 2A). Initially, behavior is driven by the goal-directed 

controller, which gradually learns the relative rewards (Figure 2B) and thus increasingly 

selects Action A. As it does so, the habitual controller strengthens its association between 

the current stimuli and Action A (Figure 2C) and, as these habits strengthen, the habitual 

controller increasingly drives the choice of which action to select (Figure 2D). As a 

result, when the reversal occurs, the agent continues to select Action A for an extended 

period, past the point where the goal-directed controller has learned that Action B is more 

likely to be rewarded (compare Figures 2B and 2E). In addition to demonstrating the 

different kinds of learning that drive each of these controllers, this example demonstrates 

that our model captures the observation that behavioral control in a novel environment 

tends to evolve from goal-directed to habitual (i.e., habits form from actions that were 

originally selected in a value-based manner). 

  

Figure 2. A) Simulations of a reversal-learning environment: Action A is 

initially rewarded with higher probability than Action B, but at some point 

the relative dominance of the actions reverses. B) Soon after the reversal, 

the goal-directed system learns that Action B is more valuable. C) The 

habit system increasingly favors Action A the more often it is chosen and 
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only begins to favor Action B once that action is chosen more consistently 

(long after reversal). D) The weight of the goal-directed controller 

gradually decreases as habits strengthen, then increases post-reversal as 

the global and goal-directed reward rates diverge. E) Actions are selected 

on each trial by a weighted combination of the goal-directed values (Q) 

and the habit strengths (H) according to the weight (w)  

Model reproduces classic experiments on habitual and goal-directed behavior 

Effects of Training Duration on Behavioral Flexibility 

We first test whether our model can capture a central finding from research on habits: 

that extensive training in a static environment (overtraining) can render behavior 

inflexible in the face of changes to that environment. This is classically demonstrated in 

two ways: by altering the contingencies between actions and outcomes, or by devaluing 

the outcomes themselves. The first of these manipulations involves altering the 

probability that an outcome (e.g., a food pellet) will be delivered following an action 

(e.g., a lever-press) and/or the probability that it will be delivered in the absence of the 

action (contingency degradation). Overtrained animals will often continue to perform an 

action even when it no longer causes the desired outcome (or, even when it prevents the 

delivery of the outcome), taken as a sign that they are under habitual control (Figure 3, 

left; Dickinson, 1998). The second manipulation involves rendering the outcome no 

longer desirable to the animal (e.g., by pairing its consumption with physical illness) – in 

this setup, overtrained animals will often continue performing an action which leads to an 

outcome that they no longer desire (Figure 3, right; Adams 1982).  

 

 

Figure 3. As the number of training trials increase (i.e., more time to 

habitize a behavior) prior to the imposition of an omission contingency 

(left) or devaluation of the outcome (right), the agent is increasingly 

unlikely to successfully adopt the more optimal behavior. These 

simulations are consistent with previous findings involving omission 

contingencies and outcome devaluation. 

 

We simulated the effect of overtraining on sensitivity to an omission contingency by 

https://paperpile.com/c/nnWnoY/gjz6O/?prefix=Figure%203%2C%20right%3B
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running the model through simulated sessions with two stages. The agent was initially 

trained to associate Action 1 with a reinforcer more frequently than Action 2. After a 

variable number of trials, the reinforcer probabilities reversed (reversal stage), such that 

Action 2 was now rewarded more frequently. When the agent was given a small amount 

of initial training, the model successfully learned to respond more to Action 2 following 

this reversal. However, with longer training sessions, the model became unable to reverse 

its actions within the same time period, consistent with previous work (Figure 3, left). 

We simulated the effect of overtraining on outcome devaluation in a similar manner. 

In a first stage of variable duration (training), the model was presented with a choice 

between performing Action A (press the lever) in order to enter a high-reward state with 

some probability, and performing Action B (do nothing) to enter a low-reward state with 

certainty. During this training stage, the model reliably learned to perform Action A on a 

majority of trials. At the end of this first stage, the agent’s utility for the reinforcer was 

decreased to zero, simulating a devaluation manipulation. In the final stage (testing), the 

agent was placed back in the choice state, and had the opportunity to again select between 

Action A and Action B, with the outcome of Action A delivering no reinforcer. We found 

that the frequency of performing Action A in the testing stage strongly depended on the 

duration of the training stage (Figure 3, right), indicating that overtraining caused the 

agent to perseverate on the habitized behavior (Action A). 

Effects of Reward Schedule on Habit Formation 

Another central finding from the literature on habitual control is that reward schedule 

has a profound effect on habit formation. Animals trained on variable ratio schedules 

(VR), in which each action is followed by a constant probability of reinforcement, 

habitize only after extremely long training periods of training (Adams 1982). Animals 

trained on variable interval schedules (VI), in which the action is “baited” at a constant 

probability per unit time, and only the first press following baiting is results in 

reinforcement, habitize much more quickly, even when overall rate of reinforcement and 

of performance are matched (Dickinson et al. 1983). The result that VI schedules result in 

rapid habit formation has been widely replicated, and represents a key element of the 

experimental toolkit for the study of habits (Yin & Knowlton 2006; Gremel & Costa 

2013). We sought to replicate this effect using our model.  

To do this, we adapted the model to operate in a continuous action space (see 

Methods). At each timestep, instead of making a binary decision between pressing the 

lever or not pressing, the agent needed to select a rate of pressing, treated as a continuous 

variable. Instead of binary reinforcement, the agent then observed a rate for each 

reinforcer. We included both Pellet Rate and Effort Rate as reinforcers, both increasing as 

a function of the action Press Rate, with a positive utility for the former and a negative 

utility for the latter. For VR schedules, Pellet Rate is a linear function of Press Rate 

(Figure 4, top right), since each press results in reinforcement with equal probability. For 

VI schedules, Pellet Rate is a sublinear function of Press Rate, saturating at the rate of 

baiting (no matter how often a rat in a VI experiment presses the lever, rewards are only 

available as they are baited; Figure 4, top left). In both schedules, we modeled Effort Rate 

as a quadratic function of Press Rate. The agents used function approximation to learn 

estimates for these functions, as well as for habit learning.  

https://paperpile.com/c/nnWnoY/gjz6O
https://paperpile.com/c/nnWnoY/u8UwG
https://paperpile.com/c/nnWnoY/sIQfx+Oxa4
https://paperpile.com/c/nnWnoY/sIQfx+Oxa4
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We found that VI schedules resulted in acquisition to a moderate rate of pressing, and 

also in rapid habitization, as seen by a low value of the weighting parameter w (Figure 4, 

left column), while VR schedules resulted in acquisition to a very high rate of pressing, 

but in relatively slow habitization (Figure 4, right column). This difference is driven 

largely by the difference in action-outcome contingency inherent in each schedule. 

Within the range of behavior adopted by the agents, a small change in press rate resulted 

in an extremely small change in reward rate under a VI schedule, but a much larger 

change under a VR schedule (Figure 4; slope of the green curve is much larger in the top 

right than in the top left panel).  

 

Figure 4. Variable Interval schedules produce more rapid habit formation 

than Variable Ratio schedules. Above: Snapshots of the state of the agent 

acquiring lever pressing on a VI (left) or VR (right) schedule, taken 5,000 

trials into training. Solid curves indicate the rate of pellets or effort as a 

function of the rate of pressing. Note that in the VR schedule, pellet rate is 

linear in press rate, while in the VI schedule, it is sublinear. Dashed red 

and green curves indicate the goal-directed system’s estimates of these 

quantities (Q). The dashed orange curve indicates the habit strength (H) 

associated with each press rate. Bars give a histogram of the responses of 

the agent between trial 4,000 and trial 5,000. Below: Timecourses of key 

variables over the course of training.   
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Effects of Striatal Lesions on Habit Formation and Behavioral Flexibility 

The degree of behavioral flexibility that an animal will exhibit can be affected 

profoundly by manipulations to various brain structures. Behavioral flexibility that has 

been lost to overtraining (or other manipulations) can be regained following lesions to 

brain structures that are part of the putative “habitual system,” including the dorsolateral 

striatum (DLS; Graybiel 2008; Yin & Knowlton 2006). Conversely, behavior can be 

rendered inflexible by lesions to putative “goal-directed system” structures, including 

dorsomedial striatum (DMS; Yin et al. 2005). In particular, rats with lesions to DMS 

acquire lever pressing at a rate substantially lower than controls, and also fail to decrease 

their rate of pressing in response to either omission or devaluation manipulations in 

situations where control animals would (Yin et al. 2005), whereas rats with lesions to 

DLS acquire lever pressing at a similar rate to controls, and successfully decrease their 

rate of responding to following either omission or devaluation, even in situations where 

control animals do not (Yin et al. 2004; Yin et al. 2006).  

 

Figure 5. Model Reproduces Effects of Lesions on Behavioral 

Flexibility. Rate of lever pressing before and after (blue and orange) 

omission or devaluation manipulations (top and bottom rows) performed 

following either limited or extensive training (left and right columns). We 

simulated lesions by impairing the goal-directed or habitual controllers, 

respectively (see Methods for details). The unlesioned model responded 

flexibly to both manipulations following limited, but not extensive 

training. Goal-directed lesions caused the model to acquire lever pressing 

at a much lower rate, and rendered it inflexible to all manipulations, a 

pattern seen in rats with DMS lesions (Yin et al. 2005). Habit lesions 

caused the model to respond flexibly to all manipulations, a patterns seen 

in rats with DLS lesions (Yin et al. 2004; Yin et al. 2006).  
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We simulated these experiments by changing the parameters of the our model in the 

free operant task, selectively impairing either the goal-directed (DMS) or the habitual 

controller (DLS; see Table 1 for details). We gave each of these agents, as well as a 

control model, either limited training (5,000 trials) or extensive training (15,000) in the 

VR environment, and then subjected them to either an omission contingency, in which 

higher rates of lever pressing resulted in lower rates of reinforcement, or a devaluation 

manipulation, in which we set the agents’ utility for the reinforcer to zero. We found that 

the “goal-directed lesion” agent adopted a low rate of pressing that was unaffected by 

either omission or devaluation, whereas the “habit lesion agent” adopted a high rate of 

pressing that was affected by both manipulations (Figure 5). The control agent adopted a 

high rate of pressing that was affected by both manipulations when given limited training, 

but resistant to both manipulations following extensive training (Figure 5). Similar results 

were obtained using the VI environment as well (data not shown). The goal-directed and 

the habitual lesion agents therefore reproduce behavioral patterns typical of DMS and 

DLS lesioned rats, respectively, in classic experiments on instrumental conditioning.  

Discussion 

Habits are behaviors that are classically thought of as arising from simple, value-free, 

associations between a situation and the actions most commonly performed therein (Dickinson 

1985; Hull 1943; Wood & Neal 2007; Wood & Rünger 2016). Despite this legacy, popular 

computational models of habits hold that they are implemented by value-based mechanisms, 

learning the expected future reward associated with each action in each situation (Daw et al. 

2005; Dolan & Dayan 2013; Keramati et al. 2011; Lee et al. 2014). Here, we have shown that a 

value-free mechanism can account for the behavioral phenomena that define habits, and that this 

same mechanism can explain a variety of other phenomena not currently accounted for by value-

based computational models.  

 

Up to this point, we have largely motivated the need for a value-free habit system from the 

perspective of the behavioral literature. However, as we will describe next, we believe that such a 

mechanism is also more consistent with findings on the neural basis for habitual behavior, and 

would in turn help to resolve tensions that have emerged in interpreting those findings through a 

the lens of model-free RL.  

Parallel Taxonomical Tensions at the Level of Theory and Mechanism 

In the intact animal, the tendency for actions to be goal-directed or habitual depends 

on a number of factors, including the reward schedule and length of training (Adams & 

Dickinson 1981; Dickinson 1985). Lesions or inactivations to specific brain regions can 

render behavior more goal-directed or more habitual. This dissociation supports the idea 

that separate goal-directed and habitual controllers exist in the brain, supported by 

distinct neural circuits. In particular, goal-directed behavior depends on regions of the 

“associative” corticostriatal loop, including prelimbic cortex (PLC Corbit & Balleine 

2003; Balleine & Dickinson 1998; Killcross & Coutureau 2003) and dorsomedial 

striatum (DMS Yin et al. 2005). Habitual behavior, on the other hand, depends on the 

infralimbic cortex (ILC Coutureau & Killcross 2003) as well as the dorsolateral striatum 

(DLS Yin et al. 2004; Yin et al. 2006). In human subjects, homologous regions have been 

identified using functional MRI. Goal-directed value signals have been identified using 

outcome devaluation in potential homologs to rodent PLC, such as ventromedial 
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prefrontal cortex (vmPFC Valentin et al. 2007). Under contingency degradation, similar 

signals have been identified both in vmPFC and the caudate nucleus, a homologue of 

rodent DMS (Tanaka et al. 2008). Activity in the putamen, a homologue of rodent DLS, 

has been found to track the behavioral development of habits (Tricomi et al. 2009).  

 

In sum, considerable evidence supports the idea that anatomically separate goal-

directed and habitual controllers exist in the brain, and that either can be responsible for a 

given action. Work in rodents points to a number of brain structures that are necessary for 

the operation of each of these systems, while work in functional neuroimaging suggests 

that the prefrontal and striatal components (at least) are preserved in human subjects. 

 

In contrast to the literature on the habitual/goal-directed dichotomy, such clean 

dissociations have largely evaded investigations into the neural substrates of model-based 

and model-free computations, which can theoretically be differentiated in several ways. 

The first of these is based on a neuron’s response to an action’s outcome: whereas 

activity in model-free circuits should only reflect actual reward received (or omitted) 

and/or the degree to which this deviates from similarly constrained expectations (e.g., 

temporal difference-based prediction error), activity in model-based circuits should (also) 

reflect hypothetical (cf. counterfactual/fictive) outcomes that could have been obtained.  

and should reflect prediction errors based on a richer set of expectations that incorporates, 

for instance, information about state transition probabilities. However, in both of these 

cases, researchers have been unable to identify circuits that carry uniquely model-based 

value signals (Bornstein & Daw 2011; Doll et al. 2012; Lee et al. 2012; Shohamy 2011).  

 

Rather, regions that respond to hypothetical outcomes (a model-based construct) – such 

as the OFC, vmPFC, and dorsal ACC – tend also to respond to actual outcomes (Abe et 

al. 2011; Rushworth et al. 2011; Camille et al. 2004; Coricelli et al. 2005; Strait et al. 

2014; Hayden et al. 2011; Lohrenz et al. 2007). Regions that respond to model-free 

prediction errors and/or model-free representations of expected value – such as ventral 

striatum, vmPFC, and even dopaminergic midbrain – also respond to their model-based 

analogs (Bromberg-Martin et al. 2010; Daw et al. 2011; Kishida et al. 2016; Wimmer et 

al. 2012; but see also Lee et al. 2014; Wunderlich, Dayan, et al. 2012). Moreover, ventral 

striatum also displays signatures of value “preplay” or the covert expectation of reward 

(Redish 2016; van der Meer & Redish 2009), reflective of a classically model-based 

computation that has been observed in the hippocampus as well. Notably, to the best of 

our knowledge, no study that has incorporated perseveration into a model of choice 

behavior has revealed neural dissociations between model-based and model-free control 

of the type found in studies of goal-directed and habitual behavior. 

 

Collectively, these findings stand in tension with the idea that the brain contains 

separable model-based and model-free controllers. Instead, they suggest that to the extent 

that a model-free controller exists in the brain, it is intimately integrated with model-

based mechanisms, consistent with some existing computational models (Gershman et al. 

2014; Johnson & Redish 2005; Pezzulo et al. 2014; Silver et al. 2008; Sutton 1990). Of 
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course one must take care not to make strong conclusions on the basis of an absence of 

clear evidence for dissociation. It is also certainly possible that more careful examination 

will reveal separation at the level of neuronal populations within the regions just 

mentioned (cf. Bornstein & Daw 2011). However, taken together with research into 

habitual versus goal-directed behavior described above, the high degree of overlap 

between model-free and model-based valuation systems invites two important 

conclusions: First, to the extent that a habitual circuit has been identified as distinct from 

a goal-directed circuit, the overwhelming evidence suggests that (value-based) model-

free computations are primarily associated with the latter rather than the former. This 

observation stands in clear tension with the current mapping between habits and model-

free computations (Figure 1, left). It is consistent, however, with the observation of 

sizable perseverative influences (unaccounted for by model-free learning) in reward-

guided tasks that are tailor-made to diagnose model-based and model-free control (e.g. 

Daw et al. 2011). Second, the apparent overlap of model-free and model-based 

computations within the goal-directed circuit raises a radical possibility: rather than 

model-free and model-based value signals being carried by separate circuits, a single 

valuation circuit integrates information of different kinds, in certain cases only 

integrating over limited information about recent reward history (thereby producing 

signals that appear model-free) and in other cases further integrating information, for 

instance, about potential future states, their likelihood of occurrence, and the rewards 

associated (thereby producing signals that appear model-based).  

 

Is a Separate Model-Free Controller Necessary? 

Historically, the strongest support for model-free algorithms in the brain has come 

from a series of seminal studies demonstrating that firing rates of dopaminergic neurons 

in the midbrain showed a response pattern evocative of the “prediction error” signal 

(Schultz et al. 1997) which plays a key computational role in model-free learning 

algorithms. These findings have given rise to the view that these neurons were part of a 

model-free control system, perhaps involving principally their strong projection to the 

striatum (Houk et al. 1995). This picture has been complicated by recent evidence 

indicating that dopamine transients may be informed by model-based information. 

Dopamine neurons in a reversal learning task encode prediction errors that are consistent 

with inference (Bromberg-Martin et al. 2010), while dopamine transients in humans 

encode information about both real and counterfactual rewards (Kishida et al. 2016). 

Perhaps most tellingly, dopamine neurons in a sensory preconditioning task encode 

prediction errors indicative of knowledge only a model-based system is expected to have 

(Sadacca et al. 2016).  

These findings are congruent with a wealth of recent data from behavioral 

neuroscience, suggesting that dopamine plays a role in model-based rather than model-

free control. Individual differences in dopamine receptor genotype correlate with the 

extent of model-based, but not model-free influence on behavior (Doll et al. 2016). 

Model-based control has a larger influence on behavior in human subjects with higher 

dopamine levels (Deserno et al. 2015), as well as those whose level of dopamine has been 

artificially increased using drugs (Wunderlich, Smittenaar, et al. 2012). Patients with 

Parkinson’s Disease, in which midbrain dopaminergic neurons die in large numbers, 
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show a smaller influence of model-based control on behavior, which is rescued if they 

take medication to restore systemic dopamine levels (Sharp et al. 2015).  

This pattern of results argues strongly against the idea that dopamine neurons signal a 

model-free prediction error in the service of a model-free control system. The idea that 

such a dopaminergic model-free system underlies habitual control is further undermined 

by recent data showing that Parkinson’s patients are relatively unimpaired at learning 

habits with respect to goal directed control (de Wit et al. 2011; Hadj-Bouziane et al. 

2012), and also that subjects whose levels of dopamine have been artificially depleted 

show fewer “slips of action”, a behavioral measure of habit formation (de Wit et al. 

2012). Taken together, these data suggest that dopamine is unlikely to be involved in 

specifically model-free computations, and is unlikely to play a selective role specifically 

in habitual control. This casts doubt on the key empirical foundations of the idea that the 

brain implements specifically model-free reinforcement learning, and further motivates 

alternative computational accounts of habitual behavior.  

A Proposed Realignment 

To overcome the obstacles just described, we propose a revised framework with two 

key alterations: a divorce and a union. We first propose severing the tie (or at least the 

equivalency) between habits and model-free RL, and instead defining a category of 

behaviors that are “value-free” and therefore distinct from either type of RL computation. 

These behaviors would consist of S-R associations whose strengths are modified 

primarily through repetition, consistent with Thorndike’s Law of Exercise and some more 

contemporary notions of habit learning (Wood & Rünger 2016). They would be value-

free in the sense that such a behavior could be fully described from the triggering of the 

stimulus to the emission of a response without requiring the representation of expected 

reinforcement along the way . However, being value-free would not entirely prevent 

these behaviors from being sensitive to one’s surroundings. S-R associations can be 

learned in a fashion such that their likelihood of being triggered is influenced by spatial, 

temporal, and motivational context. Moreover, and perhaps counterintuitively, being 

value-free would by no means prevent S-R associations from being value-sensitive. In 

particular, while the mechanism for S-R learning might be through repetition, the strength 

of the resulting association might be influenced by the value of the action being repeated. 

That is, the habitual behavior may initially be performed, and gradually strengthened, 

while in the pursuit of value under the goal-directed controller, but that habit itself is not 

directly driven by value. 

 

Our second proposal is to re-unify model-free and model-based computations as being 

two different drivers of goal-directed (i.e., value-based) behavior, distinct from the class 

of value-free behaviors just described. Rather than viewing these two computations as 

categorically distinct, we further suggest that it may be more appropriate to view them as 

falling along a continuum, varying according to the amount of information used to make 

decisions. On this view, the available information would range from recent rewards, 

through simple relationships between stimuli, up to a full world model of all possible 

states. All of these computations are goal-directed, but their informational content directs 

them toward different goals. This latter proposal carries an additional benefit in that it 

obviates the need to cache value in a “common currency” (i.e., without reference to a 
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specific outcome like juice or food type). Storage of such a common currency signal is 

typically required for model-free RL, but evidence for such signals remains weak 

(O’Doherty 2014; Schoenbaum et al. 2011).  

Relationship to Previous Models 

In a similar vein to the current proposal, Dezfouli and Balleine (2012) developed a 

model of habits that dropped the mapping between habits and model-free reinforcement 

learning. Instead, they proposed that habits should be modeled as learned action 

sequences. In contrast to our model, however, those action sequences are still outcome-

dependent. Their model learns the cost of the action sequence from the experienced 

rewards and chooses to execute that action sequence when the benefit from the speeded 

responses outweighs that cost. The model of habits we are proposing completely cuts the 

tie between reward learning and the habitual controller. Actions (or action sequences) 

become habitized merely from use, independent of any costs or rewards. As noted earlier, 

those costs and rewards still guide which actions get chosen under the goal-directed 

system, which also influences habit strength. 

 

Many formalizations of the standard mapping from habits/goals to model-free and model-

based reinforcement learning also include a perseveration kernel (e.g. Daw et al. 2011; 

Lau & Glimcher 2005). That is, in addition to the two types of value learning, subsequent 

choice is also influenced by the most recent choice. Similar Hebbian strengthening 

components also appear in models of working memory (O’Reilly & Frank 2006) and 

categorization learning (Ashby et al. 2007). A similar tendency to repeat actions appears 

due to predictive coding in the free energy framework, whereby actions are repeated for 

maximal predictability (Pezzulo et al. 2015). This extra piece of computational 

machinery allows the models to account for the tendency to repeat choices, independent 

of values. Here, we bring this perseveration kernel to the foreground. Our proposed 

framework re-maps habits to the perseveration kernel and provides an account of how 

that kernel might plausibly operate in tandem with a goal-directed controller so as to 

account for behaviors that have previously been described by RL models. In effect, we 

are showing that the model-free component of some of these previous formalizations 

might not be necessary, and that a variation on this perseveration kernel actually serves as 

a better model of habits.  

 

In our model, control of behavior is allocated on each trial to either the habitual or the 

goal-directed system by an arbiter. This arbiter is similar to mechanisms found in 

computational accounts mapping habitual/goal-directed control onto model-free/model-

based reinforcement learning. In the initial formalization of this idea (Daw et al., 2005), 

each system determined the uncertainty in its value estimates, and the arbiter selected the 

system with less overall uncertainty. The extra computational complexity associated with 

the goal-directed system was a source of uncertainty, leading the arbiter to favor the 

habitual system in well-learned environments. Subsequent accounts have developed 

arbiters that consider proxies for this uncertainty (Lee et al. 2014), or other possible 

advantages of habitual over goal-directed control, such as response time (Keramati et al. 

2011). The arbiter in our model instead adopts a classical idea from the psychological 

literature on habits: habits are promoted in situations where action-outcome contingency 
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is low. We were led to choose this arbiter by our goal of creating a computational 

instantiation of a classical view of habits in general. It seems likely that this action-

outcome contingency measure overlaps in many situations with the measures that drive 

these other arbiters – exploring the extent to which classical and modern accounts of 

arbitration overlap is a promising direction for future work. 

Implications 

The realignment we are proposing carries important implications and testable 

predictions for future work. First and foremost, our account predicts that neural circuits 

associated with habitual behavior (e.g., DLS) should also be related to (value-free) 

perseveration. We might therefore expect greater activity in this circuit with additional 

repetitions of a previous action, and that lesioning parts of this circuit will reduce the 

tendency to perseverate. Secondly, we predict that elicitation of action repetition (in the 

absence of rewards) should be sufficient to construct new habits. For instance, generating 

actions with microstimulation in a particular context may facilitate the subsequent 

performance of those actions in that same context. Such evidence would provide strong 

support for our model. This prediction also provides a mechanistic underpinning for the 

repetition strategies that have shown to be effective at improving workplace and health-

related performance through habit formation (Lally et al. 2010; Wood & Rünger 2016; 

Gardner et al. 2012). Related to both of these claims, our model suggests that disorders of 

habitual behavior (e.g., Obsessive-Compulsive Disorder, Tic Disorders) need not result 

from dysfunction in valuation. Our model can help to tease apart the degree to which 

value-free versus value-based processes are implicated in each of these disorders, and this 

will have important implications for considerations of etiology and treatment. 

 

Our model makes additional but weaker predictions with respect to the relationship 

between model-free and model-based processes. If these represent related manifestations 

of a common value-based system, we expect brain regions that reflect model-free value 

signals to also reflect model-based value signals, as has been the case in many previous 

studies (Abe et al. 2011; Bornstein & Daw 2011; Doll et al. 2012; Lee et al. 2012; 

Shohamy 2011). 

For instance, model-free prediction errors should not be found in regions that fail to 

exhibit model-based prediction errors. Related to this, one should not be able to lesion 

part of the model-free valuation circuit without influencing model-based behavior. To the 

extent that model-based forms of decision-making draw on additional mechanisms, 

including hippocampally-mediated stimulus-stimulus associations (Bornstein & Daw 

2013; Bunsey & Eichenbaum 1996; Dusek & Eichenbaum 1997) and prefrontal control 

mechanisms (Miller & Cohen 2001), the reverse need not be true; we would predict that 

inactivating (Smittenaar et al. 2013) or otherwise drawing resources away from (Otto et 

al. 2015; Otto, Gershman, et al. 2013) such additional mechanisms would selectively 

impair model-based behavior, as has been observed. Thus, our model accommodates data 

that fails to identify a model-free learning component in behavior and/or neural activity 

while also accommodating a growing literature demonstrating factors that selectively 

engender or inhibit model-based control. 

 

Importantly, the value-free mechanisms we have proposed for habits by no means 
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preclude a role for value or motivational state (e.g., hunger or satiety) in habit learning. 

These may modulate the strengthening of habit associations either directly (e.g., through 

a feedback mechanism that influences the S-R association) or indirectly (e.g., by 

influencing the vigor of an action, which in turn results in greater associative strengths). 

The particular form of such a mechanism that best accounts for available data is a matter 

of further research, and one which we aim to pursue in extending our model.   

Conclusions 

We have provided evidence that a value-free learning process -- according to which S-

R associations are strengthened through action repetition in a Hebbian-like manner -- 

may be sufficient to generate behaviors that have been traditionally classified as habits, 

and held up in contrast to goal-directed behaviors. We demonstrate that such a 

mechanism will lead to perseveration on a previously more rewarded action following 

contingency degradation or outcome devaluation. It will also create perseverative choice 

kernels in a probabilistic choice task with varying action-outcome contingencies. We 

further show that such habitual behaviors are diminished by simulating lesions to a 

habitual system, consistent with classic findings in the animal behavior literature. 

Crucially, the system that generates these habitual behaviors does so without engaging in 

any manner of reinforcement learning (model-free or otherwise), underscoring the 

possibility that habits need not be equated with model-free RL.  

 

In spite of the absence of a model-free controller, we also show that our model can still 

capture key features of behavior for a task that is thought to rely on both model-free and 

model-based control, raising the question of whether and/or when a purely model-free 

controller is necessary to explain these behaviors. Collectively, we argue that these 

findings support a realignment of current decision-making frameworks, towards (re-

)associating goal-directed/habitual with value-based/value-free rather than model-

based/model-free. Beyond providing a potentially more parsimonious account of previous 

behavioral results, such a realignment may offer a better account of extant neural 

findings, including the fact that structures associated with model-free and model-based 

computations (i.e., value-based computations) tend to overlap, whereas 

lesion/inactivation studies have revealed clear dissociations between structures associated 

with goal-directed behavior versus (potentially value-free) habits. 
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Chapter 5: Discussion and Future Directions 

Summary of Thesis Work 
The major contribution of my thesis work has been to develop a new platform for 

investigating the algorithms of model-based planning. We have taken a task, the “two-

step” task, and an analytical approach inspired by work on planning in human subjects, 

and brought it into a rodent model system in which a wide range of invasive experimental 

techniques are available for precisely measuring and perturbing neural function.  

In Chapter Two, we considered the logic of the two-step task as applied to human 

subjects, and as it might be applied to animals. Experiments using this task with human 

subjects typically report results of a “one-trial-back” analysis of stay/switch behavior, as 

well as fits of a particular agent-based model, in order to characterize their behavioral 

data and quantify the influence of planning. We showed that this approach does not 

generalize well to versions of the task designed for animal subjects, and argue in favor of 

a new approach. This new approach introduced a “many-trials-back” trial history 

regression analysis, which provides a rich characterization of behavioral data. This 

analysis incorporates relatively few assumptions about the process which generated the 

data, and provides an important check on agent-based models, which necessarily 

incorporate many assumptions. We recommended validating agent-based models by 

using them to generate synthetic datasets, then subjecting both these synthetic datasets 

and the real behavioral dataset to rich analysis like the trial history regression. An agent-

based model provides a plausible hypothesis about the neural algorithm if (and only if) it 

both provides a good fit to the dataset in quantitative terms, and also generates synthetic 

datasets which qualitatively match the real dataset when viewed through a lens of this 

kind. 

In Chapter Three, we described the rat two-step task, and applied the approach of Chapter 

Two to a large dataset from rats performing the task. We found that an agent-based model 

with a dominant role for model-based planning provides a good match to rats’ behavioral 

patterns, both quantitatively and qualitatively. This, along with other evidence, leds us to 

conclude that rats adopt a strategy of model-based planning in order to solve the task. 

Armed with these tools, we performed reversible inactivation experiments in two brain 

regions thought to be involved in planning: orbitofrontal cortex (OFC), and dorsal 

hippocampus (dH). We found that rats performing the task while OFC or dH is silenced 

show less behavioral evidence of planning, but no other consistent change to their 

strategy. This indicates that both regions are involved in behavior on the task, and 

strongly suggests that they may play a specific role in model-based planning.  

In Chapter Four, we consider the broader architecture within which a planning system 

must operate. Use of a planning system is typically understood as an alternative to 

reliance on habits, and our understanding of the algorithms which govern habits provides 

crucial context to our theories of planning. Here, we consider the possibility that habits 

might be even simpler than is typically imagined: resulting from simple a simple Hebbian 

(i.e. perseverative) mechanism. If this is the case, habits form when a particular action is 

repeatedly performed in a particular situation. In this view, habits are parasitic upon the 
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planning system, adopting adaptive policies only by copying behaviors that have been 

repeated under the control of planning.  

Ongoing Work 
While the work that makes up this thesis does have important implications for our 

understanding of the neural algorithms of planning, perhaps its most important 

contribution lies in opening doors for future research. Two major ongoing projects seek 

to take advantage of this, and to ask deeper questions about the neural algorithms of 

planning. The first of these focuses on the nature and use of value representations in the 

orbitofrontal cortex, while the second focuses on the role of sequential neural activity in 

the hippocampus. 

Role of Value Representations in the Orbitofrontal Cortex in Planning 

Neural activity in orbitofrontal cortex has been characterized as encoding the subjective 

value associated with stimuli or actions in the environment (Padoa-Schioppa & Assad 

2006; Plassmann et al. 2007; Sul et al. 2010; Gallagher et al. 1999). Subjective value 

representations play a key role in many computational accounts of cognition, including 

accounts of planning. Computational roles of value representations fall into two broad 

categories: Roles in choice and roles in learning. The former propose that choices 

between two or more alternatives are made by constructing a representation of the value 

of each alternative, then selecting the alternative with the largest value (Padoa-Schioppa 

2011). The latter propose that learning is driven by comparing representations of the 

expected value of a stimulus or action to the value of the outcome actually experienced 

(Schoenbaum et al. 2011). Many algorithms for model-based planning rely on value 

signals for one or both of these roles. The data from muscimol inactivations described in 

Chapter 3 add to a wealth of evidence that neural activity in OFC contributes to planning 

behavior (Jones et al. 2012; McDannald et al. 2011; Gremel & Costa 2013; Gallagher et 

al. 1999). It remains unknown, however, whether the value information represented in the 

OFC is specifically what is critical, and if so whether that value information plays a role 

in planning-related choice, in planning-related learning, in both processes, or in 

something else.  

In ongoing work in the Brody lab, I have recorded single units from OFC in rats 

performing the two-step task. The agent-based model described in Chapter 3 gives us the 

ability to quantify, on a trial-by-trial basis, the subjective value associated by the rat with 

each of the ports. In this task, different roles for value representations are dissociable: a 

role for value in the choice process requires representation of the values of the choice 

ports, while a role for value in the learning process requires representation of the values 

of the reward ports (a role in both processes requires representation of both types of 

value). Analysis of preliminary data suggests that single units in OFC represent the value 

of the reward ports, but not the value of the choice ports (Figure 1). 

https://paperpile.com/c/nnWnoY/IShmg+iPgOb+AMPQs+QBzw8
https://paperpile.com/c/nnWnoY/IShmg+iPgOb+AMPQs+QBzw8
https://paperpile.com/c/nnWnoY/CoWn
https://paperpile.com/c/nnWnoY/CoWn
https://paperpile.com/c/nnWnoY/tecyl
https://paperpile.com/c/nnWnoY/D7d4G+y5A0f+Oxa4+QBzw8
https://paperpile.com/c/nnWnoY/D7d4G+y5A0f+Oxa4+QBzw8
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Figure 1: Single units in OFC represent the value of the reward ports, but not 

the value of the choice ports. This is suggestive of a role for value 

representations in the learning process, but not with a role for value 

representations in the choice process. 

This analysis suggests that OFC value representations might play a role in the learning 

process, and might not play a role in the choice process, but several other interpretations 

of the data are not ruled out. The first challenges the idea that value representations play 

any role at all: perhaps they are an epiphenomenon, and some other feature of neural 

activity in OFC is responsible for its role in planning. The second challenges the idea that 

choice value signals are not present: perhaps in our task choice port values are indeed 

represented, and just as strongly as reward port values, but this representation takes place 

during the intertrial interval at an unknown time during each trial. This would result in a 

substantially reduced signal-to-noise ratio for detecting choice port values vs. reward port 

values in our design, which might lead to our missing them.  

In a second branch of this project, I have addressed both of these challenges by 

performing optogenetic inactivations of the OFC in rats performing the two-step task. 

Inactivations were performed on a subset of trials, either during the “reward period” (time 

from reward delivery until the end of reward consumption), the “choice period” (end of 

the reward period until the rat makes his choice on the next trial), or both. We found that 

inactivations during the reward period or during both periods impaired planning behavior, 

recapitulating our muscimol effects. Inactivations during the choice period alone had 

little, if any, effect. This argues strongly against any account in which representations of 

choice port value during the inter-trial interval are key drivers of choice. It also means 

that the period of time during which representations of reward port value are at their 

strongest is the same period during which inactivation has its largest effect, supporting 

the idea that these representations are responsible for the OFC’s role in planning. It 

leaves open, however, the possibility that another representation selectively present at 

that time is instead the key driver of behavior. Analysis using the agent-based model to 

address this question in underway. 
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Figure 2: Optogenetic inactivation of the OFC at the time of reward delivery, 

but not at the time of choice, causes an impairment in planning behavior. 

Role of Hippocampal Sequences in Planning 

During navigation, many cells in dorsal hippocampus show activity only in particular 

spatial locations, earning these location the name “place fields” (O’Keefe & Dostrovsky 

1971). At rest, these cells exhibit transient “sweeps”, in which cells corresponding to 

adjacent spatial locations are sequentially active in patterns corresponding to a trajectory 

through space (Johnson & Redish 2007; Diba & Buzsáki 2007). These sweeps correlate 

with the future behavior of the animal (Pfeiffer & Foster 2013; Wikenheiser & Redish 

2015), and are causal to some forms of learning (Jadhav et al. 2012), motivating 

theoretical accounts which posit a key computational role for them in model-based 

planning (Foster & Knierim 2012; Pezzulo et al. 2014; Koene et al. 2003; Johnson et al. 

2007). 

The data from muscimol inactivations described in Chapter 3 indicate that neural activity 

in dorsal hippocampus contributes to planning behavior, but do not reveal whether it is 

these sequences specifically, or some other feature of neural activity, that is essential for 

planning. In ongoing with Tyler Boyd-Meredith in the Brody lab, I am recording neural 

activity from single units in the CA1 region of dorsal hippocampus while rats perform the 

two-step task. We have found that many cells show activity only when the rat is in the 

process of visiting a particular port (we might characterize them as having “port fields”). 

We have also found that sharp wave ripple events, indicative of one form of hippocampal 

sequence, occur at the conclusion of each trial, and that our port cells participate in these 

events  We are currently characterizing the content of these sequences in terms of the 

states of the task, and hope to shed light on the computational role in planning that they 

might (or might not) play. 

Future Directions 
The neural mechanisms of model-based planning have been the subject of a surge of 

recent research, fueled by the development of novel planning tasks for human subjects 

(Dolan & Dayan 2013). Of these, the two-step task has emerged as the most popular, 

perhaps because of its relative simplicity and broad applicability. Work using the two-

step task in humans has been hugely productive, revealing insights into the neural 

https://paperpile.com/c/nnWnoY/IDCcQ
https://paperpile.com/c/nnWnoY/IDCcQ
https://paperpile.com/c/nnWnoY/z3pD5+7sZCL
https://paperpile.com/c/nnWnoY/883Od+iaNRE
https://paperpile.com/c/nnWnoY/883Od+iaNRE
https://paperpile.com/c/nnWnoY/bE2sP
https://paperpile.com/c/nnWnoY/ZXgQU+nV96Q+SKzGW+h9tf6
https://paperpile.com/c/nnWnoY/ZXgQU+nV96Q+SKzGW+h9tf6
https://paperpile.com/c/nnWnoY/ybw6
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correlates of planning, the brain regions and mechanisms involved, the relationship 

between planning and other cognitive phenomena, and more (Daw et al. 2011; Deserno et 

al. 2015; Smittenaar et al. 2013; Wunderlich, Smittenaar, et al. 2012; Otto et al. 2015; 

Gillan et al. 2015; Otto, Raio, et al. 2013; Voon et al. 2015; Sebold et al. 2016; Schad et 

al. 2014; Sebold et al. 2014; Radenbach et al. 2015; Worbe et al. 2015; Eppinger et al. 

2013; Dezfouli & Balleine 2013; Skatova et al. 2013; M. E. Sharp et al. 2015; 

Economides et al. 2015; Doll et al. 2016). Future work combining the two-step task with 

invasive experimental methods available in animals might similarly reveal new insights 

into the nature of planning and of decision-making in general. 

Recent work on planning using human subjects, however, has not been limited to the 

two-step task. Deep and revealing insights have come from experiments employing tasks 

with more structure and complexity in order to expose processes to which work using the 

two-step task would have been blind (Simon & Daw 2011; Kurth-Nelson et al. 2016; 

Huys et al. 2015; Keramati et al. 2016; Gläscher et al. 2010). Tasks of this kind are still 

confined to work with human subjects. Work in rodent cognition has recently had great 

success adapting tasks from humans and non-human primates (Brunton et al. 2013; Pagan 

and Brody, Society for Neuroscience Abstracts, 2016; Duan et al. 2015; Fassihi et al. 

2014; Kepecs et al. 2008; Erlich et al. 2011). It is our hope that the impact of this trend on 

the study of planning will not end with the two-step task, but will come to encompass a 

wide variety of tasks. 

Despite a surge of recent research, answers to key questions about the algorithms of 

planning remain elusive. This can in part be attributed to limitations in our tools. Work 

with human subjects has employed sophisticated tasks and agent-based modeling 

approaches to great effect, but has been limited by the range of techniques available for 

measuring and perturbing human brain activity. Work using animals has access to a much 

broader range of techniques, but has been limited by the range of tasks available. We 

have taken a first step towards bridging this gap, adapting a task and a modeling approach 

from the human literature for use with rats, where they can be combined with a wide 

range of invasive experimental techniques. This powerful combination opens the door to 

future experiments investigating the neural mechanisms of planning at a level of detail 

never before possible. 

  

https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/UhE1+YInD2+fVrEP+kNyYq+RijRm+nzyDL+qMmwX+3xA4s+3J7Oa+T4vf3+04rwE+2Svbz+EvO1B+m6Hmf+o583Y+GhLBt+rLdEU+0UXSe+ZHF6
https://paperpile.com/c/nnWnoY/vuAP+U4pr+buwr+JaHi+yTUyY
https://paperpile.com/c/nnWnoY/vuAP+U4pr+buwr+JaHi+yTUyY
https://paperpile.com/c/nnWnoY/lJ8fd+PeC2+VZSM+W0sB+Xxnu/?prefix=,Pagan%20and%20Brody%2C%20Society%20for%20Neuroscience%20Abstracts%2C%202016%3B,,,
https://paperpile.com/c/nnWnoY/lJ8fd+PeC2+VZSM+W0sB+Xxnu/?prefix=,Pagan%20and%20Brody%2C%20Society%20for%20Neuroscience%20Abstracts%2C%202016%3B,,,
https://paperpile.com/c/nnWnoY/lJ8fd+PeC2+VZSM+W0sB+Xxnu/?prefix=,Pagan%20and%20Brody%2C%20Society%20for%20Neuroscience%20Abstracts%2C%202016%3B,,,
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